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Introduction
What’s this thesis about
The objective of this thesis is to propose a ‘generic’ security architecture, that can be ‘instantiated ‘ (i.e.
adopted to the practical circumstances of a real case) to meet the requirements of a specific situation.
The proposed architecture is essentially characterised by the following core concepts:
•
•
•

strong segregation at many levels;
classification of assets to be protected and careful selection and placement of security services;
reliance on cryptographic controls.

Obviously, any application in a real-world situation (‘instantiation’) should be based on adequate
analysis. This should to a large extend be based on a risk analysis of the actual situation, taking into
account the applicable threats.
Besides proposing such a ‘generic’ security architecture, this thesis also evaluates a number of popular
security products and technologies on which security services they can provide in the context of the
architecture.
Finally, a conclusion, some ideas for further research and a set of complementary appendices complete
the document.
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The big picture
The problem
With the increased connectivity demands of the 21st century came new threats and exposures. The way
companies address these threats varies significantly. Some industries went to great lengths and
invested significant resources and time, while others mainly ‘float along’ on the oncoming waves of
technology. However, in many cases, an architecture that integrates all security components and makes
sure they actually co-operate and enforce one-another is often found missing. We see a security
architecture as paramount to good integration and effective delivery of security services.
Such a security architecture can be expected to be secure (in the sense laid down in the various security
standards), proportionate (strike a balance between the assets to protect and the threats to which they
are exposed, taking into account the ‘worst case’ scenario, but without overkill), pragmatic and generic
(sufficiently general as to embody appropriate guidance, while leaving room for refinement and
selection of safeguards). Access needs to be provided both from within internal networks as over the
Internet and Extranets. Information is often processed at different levels of security requirement,
however without a formal security policy, classification scheme or security model. Implementation of
either of those is not considered cost-effective in many cases, and a pragmatic ‘clustering’ approach is
more realistic.
This leads to the following research questions:
•
•
•
•
•

what concepts of security are offered by security standards, and how can they help to establish
a security architecture?
what are leading organisations in the public and private sector doing?
what principles can we learn from these actual implementations?
how can we formalise these principles in a reproducible framework, while taking into account
the guiding principles that come from the standards?
what technologies are most useful for implementation?
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The proposed solution
While an in-depth analysis and requirements definition, followed by a structured design and
implementation process is no doubt the best road to take, organisations are often confronted with
problems such as:
•
•
•

how to integrate web technology and legacy systems in a secure way?
how to handle a turn-over of experts?
how to create a framework that allows business to flourish but is nevertheless sufficiently
secure?

The objective of this thesis is therefore to present a ‘generic’ security architecture for commercial
organisations(public/private but non-military). This should significantly reduce the overhead of every
organisation’s Security Officer by offering a pragmatic framework, reasonably ready for
implementation. It should help to bridge the gap between the security function, and the operational
and development environments.
If the ‘generic’ security architecture would have to be summed-up into a single picture, this would be
it:

The GSA model - overview
Trusted Third Party
Company A
Company X

Management clients
Production Management LAN
Non-Production Management LAN

Production

Production
Pre-production

‘managing’

The ‘snakepit’
(untrusted)

Development

‘managed’

Intranet end-user LAN
Extranet
Internet
Intranet

Clients

Intranet end-user clients

The figure represents the following core ideas of the generic security architecture:

•

•
•
•

Segregation in Production, Pre-Production and Development environments – it is crucial to
separate the various environments such as the Production, the Pre-Production and the
Development from one-another to achieve basic information integrity (we don’t want
programmers applying changes straight away to the ‘life’ environment used for production);
Segregation of ‘managing’ from ‘managed’ items (management systems have become quite
specialised, and we only want dedicated staff that understand the full consequences operating
them);
Segregation into rings (we don’t want errors or attack to propagate easily);
Use of a Trusted Third Party.
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Less visible on the picture but nevertheless very important are:

•
•

•

•
•

Segregation of duties, since this is a cornerstone for information integrity within business
processes (we don’t want the same person responsible for creating vendors in the
adminstrative system, and then subsequently generating and approving invoices for a vendor);
Classification of information and security services, since much of the information that
organisations handle has some kind of natural classification (e.g. HR-related information for
internal use, client-related information such as addresses, sales history, discounts, as well as
e.g. R&D information for sharing with the Academic world, etc);
Segregation of trust, since it would not be appropriate to base all trust on a single trust
provider, it seems more natural to use an external CSP (Cryptographic Service Provider or
TTP – Trusted Third Party) to handle inter-company trust, while an internal TTP can secure
in-house communications and transactions;
Broad support for authentication techniques, as well as for access control and authorisation
techniques, since there are so many different scenarios of usage for IT systems, with different
security requirements;
Redundancy, since today’s expected high-availability needs to be built-in from the beginning.

During the course of the thesis, we will present this generic model. We will gradually refine its basic
components on client and server side, and explain how we see the positioning of security services
within the architecture. We will also evaluate a number of technologies with regard to the security
services they can offer in the context of such an architecture.
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Structure of this document
The remainder of this document is structured into five parts and four appendices.
Part 1 addresses the objective, scope and approach used for this thesis. This is followed by Part 2,
which discusses background information and a high-level formulation of the requirement for such an
architecture.
Subsequently, Part 3 provides an analysis of commonly applied principles, proposes the actual ‘Generic
Security Architecture’ and elaborates it by visualisation. The positioning of specific security services
within the architecture is also covered here.
Next, Part 4 discusses how to address application security aspects within the architecture, and provides
a high-level evaluation of a number of products or technologies that could be used for this purpose. It
also briefly discusses the NESSIE project, where new fundamental security algorithms are being
created.
Finally, Part 5 contains a conclusion and some ideas for further research.
This is followed by a set of appendices, covering references, abbreviations, a note on how to implement
the proposed security architecture in practice, and a brief overview of relevant security standards.
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Objective
The objective of this thesis is to propose a ‘generic’ security architecture, that can be instantiated to
meet the requirements of a particular situation. Despite the rich set of guidance provided by ISO
standards and comparable documents, companies or governments are still confronted with a significant
challenge when it comes to the actual formulation of their own security policy, security model and
security architecture.
Probably the largest single contributor to the problem is the uniqueness of every organisation, company
or government body, both in terms of its processes, as well as to the systems it has in use (including
e.g. legacy systems). Another significant contributor is the fact that organisations typically need to
cater for many types of applications, platforms and protocols. Browsing, exchanging emails,
performing file transfers, replicating databases, running multi-tiered distributed applications all needs
to be possible in many of today organisation’s IT architectures.
Striking a balance between each organisation’s uniqueness, and the well-proven concepts that are laid
down e.g. in ISO standards remains a daunting task, particularly in a fast-moving Internet-connected
world. The translation of a formal security model into a set of securely operating clients and servers,
remains difficult in practice.
The objective of this thesis is therefore to present a ‘generic’ security architecture for commercial
(public/private but non-military) organisations. This should significantly reduce the overhead of every
organisation’s Security Officer or Security Architect by offering a pragmatic framework, reasonably
ready for implementation. It should help to bridge the gap between the security function, and the
operational and development environments.
The framework embodies a number of security engineering principles that have demonstrated their
value in real-world situations. Still, it contains sufficient elements that allow it to be tailored to an
organisation’s particular needs.
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Scope
Within scope
The scope of this thesis is limited to commercial (public/private but non-military) organisations. We
include front-end as well as back-end systems, as well as in-house and external users (covering also
users from third parties such as business partners).
Technically, we will concentrate on multi-tier client/server systems.

Out of scope
Following elements are considered to be out of scope for this thesis:
•
•

•

Legal aspects (e.g. legal or other regulatory compliance);
Organisational aspects and processes and procedures (e.g. management processes, as well as
the definition of roles and responsibilities) – excellent guidance in this respect can be found in
many sources, including. ISACA’s ‘CobiT’1 model, and the CCTA’s ‘IT Infrastructure
Library’ - ITIL;
Physical aspects (e.g. physical access control, or physical protection of security components
such as cryptographic keys).

This does in no way imply that these other dimensions are less important.
Operation, maintenance and improvements or transition management all carry their own particular
challenge but are considered out of scope for this thesis.
Finally, security architectures for peer-to-peer systems are also considered to be out of scope.

1

CobiT: Control Objectives for Information and related Technology
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Approach
The approach used was a combination of desktop research and project experience.

Desktop research
The key sources used during the desktop review include:
•
•
•
•
•
•
•
•

ISO 7498-2, the OSI Security Model;
ISO/IEC 15408, the Common Criteria version 2.1;
BS 7799 Part 1, the Code of Practice (and ISO 17799, the Code of Practice);
BS 7799 Part 2, the Information Security Management System;
ISF2’s Standard of Good Practice;
PwC3’s Enterprise Security Architecture methodology;
PwC Security & Controls Implementation methodology; and
PwC Security Engineering Approach.

With regard to cryptographic principles, we relied mainly upon the ‘Handbook of Applied
Cryptography [HAC]’. For a more elaborate list of references and standards used, please refer to the
appendices.

Project experience
This thesis draws on experience gained during different security assignments. These assignments span
multiple types of organisations such as commercial and national banks, government institutions,
insurance companies, providers of electronic trust services to the financial services industry etc. It also
spans multiple technologies including X.25, SNA, TCP/IP, Java and related web technology.
As a consequence of having to comply with the applicable non-disclosure agreements and having to
respect client’s requirements for anonymity, further details are not provided in this document.
However, they can be obtained from the author if required.

2

ISF - International Security Forum – an EC-sponsored membership organisation focussing on IT
security
3

PwC - PricewaterhouseCoopers
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Background
Security policies
As the human factor is definitely the most complex and often the weakest link in the security chain, a
security policy is a commonly accepted concept. The underlying idea is that by defining and
communicating a security policy to the users of system, these users will be in a well-informed position
to reflect upon the security impact of decisions they are facing. As a consequence, they will take
decisions which favour a more desirable (or secure) output.
While this concept is definitely valid and true, awareness by all parties involved is crucial for achieving
the full potential of a security policy.
Many if not all leading organisations that are security-conscious have implemented a security policy,
and typically enforce it through a multitude of mechanisms. Guidance can be found e.g. within:
•
•
•

ISO/IEC 17799 Code of Practice;
ISO GMITS;
ISF (the International Security Forum – a membership organisation that evolved from the
European Security Forum, created on the initiative of the European Commission ).

Security models
Since the importance of security was recognized, security models have been proposed.
Landmark papers or models include:
•
•
•
•
•

Bell-LaPadula;
HRU;
Biba;
Clarck-Wilson;
ISO 7498-2.

Other models which further enriched the field include e.g. those based on Information Flow (Denning).
At a ‘lower’ level, there seems to be reasonable consensus that good security principles are embodied
in standards such as IEEE 802.10 SDE, the IETF’s IPSEC, and SSL/TLS.
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Security standards
At global level
The main international standards bodies relevant to Information Security are:
•
•
•

International Organization for Standardization (ISO);
International Electrotechnical Commission (IEC);
International Telecommunications Union (ITU) – used to be the CCITT and the CCIR.

ISO and IEC together established the ISO/IEC JTC1 (Joint Technical Committee 1) for Information
Technology.
Also at the global level but producing more ‘ideas’ than true standards is the Internet Activities Board
(IAB). The IAB delegates standards production to the Internet Engineering Task Force (IETF). Many
‘de-jure’ security standards made it into RFCs, and quite a few RFCs have a de-facto relevance.
The world of EDI can be considered as structured into two major hemispheres, being EDIFACT,
popular in Europe and ANSI, popular in the US. Some standard messages with regard to security have
been defined and these messages made their way into both types of EDI. However, the controls
provided by these messages are mainly related to syntax validation (e.g. the CONTRL message). EDI
is also gradually moving towards XML, where it can benefit from technology such as XML-DSIG.
Finally, the W3C and OASIS have created standards with regard to SGML, HTML and XML, leading
to de-facto security standards or initiatives such XML-DSIG and SAML.

At European level
At European level, the 3 standards bodies roughly corresponding to ISO, IEC and ITU-T are:
•
•
•

Comité Européen de Normalisation (CEN);
Comité Européen de Normalisation Eléctrotechnique (CENELEC);
European Telecommunications Standards Institute (ETSI).

Furthermore, the ECMA (European Computers Manufacturing Association) have produced standards
for distributed systems security.
In an EU context important efforts are further undertaken at European level. The most important
initiative is the mandate given by the European Commission to the ICTSB (ICT Standards Board) for
the delivery of a set of industry specifications for implementation of Directive 1999/93/EC on a
Community Framework for Electronic Signatures. Under the auspices of the ICTSB, industry and
European standardisation bodies established the EESSI (European Electronic Signature Standardisation
Initiative).
Much of the actual work is performed by CEN (particularly CEN/ISSS) and ETSI. Within ETSI, there
is a Technical Committee SEC (security guidance is published as ETSI Technical
Specification/Technical Report (TS / TR) documents and CEN CWA (CEN Workshop Agreement)
documents.
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At US Level
Some US standards bodes have assumed international importance:
•
•
•

IEEE (Institute of Electrical and Electronic Engineers - a professional body),
NIST (National Institute of Standards and Technology - a US federal government standards
body),
ANSI (American National Standards Institute - the US member body of ISO),

IEEE work includes LAN Security (IEEE 802.10), POSIX and the P1363 public key cryptography
standard.
In the late 1970’s, the NBS adopted DES as a US Federal Standard (NBS FIPS Pub 46). Today NIST
is responsible for a wide range of security standards, including the various FIPS and AES (Advanced
Encryption Standard – Rijndael). ANSI made DES a US Standard (X3.92) and also made significant
contributions to banking security standards.
It is worthwhile to mention RSA Security’s PKCS suite of cryptographic standards too. PKCS #1
defines RSA encryption/decryption and signature/verification (not for use in PKCS #7 but rather for
signing certificates and CRL’s). Other PKCS standards address elements such as password-based
encryption, security tokens, a personalised security environment, and certificate extensions.
For more information on security standards, please refer to Appendix A.4.
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Terminology
Where applicable, we rely on the ISO 7498-2 definitions for security. For the convenience of the
reader, we here briefly restate the key definitions of information security.
Authentication: applies both to entity authentication and origin authentication of data:
•
•

entity authentication provides checking of a claimed identity at a point in time - the time of
usage of the protocol (e.g. start of a connection or session)
origin authentication provides verification of the source of data (e.g. after reception of a
message containing the data). This does not in itself protect against duplication or
modification in data units.

Access control: provides protection against unauthorised use of resources, including:
•
•
•

use of a communications resource
reading, writing or deletion of an information resource
execution of a processing resource.

Data integrity: ensuring information has not been altered by unauthorised or unknown means.
Data confidentiality: ensuring that information is kept secret from all but those who are
authorised to see it.
Non-repudiation: preventing the denial of previous commitments or actions.
For more details or complementary definitions, the reader is referred to the original standard document.
It is interesting to note that in the vocabulary of the Certified Public Account (CPA), great importance
is attached to the term integrity. However, a slightly different definition is given, where integrity is
said to be composed of three properties of information: its completeness (no information or part of it is
missing), its accuracy (no information is wrong or mistaken) and its validity (the information is valid
and can be attributed to the right source).
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Architecture and building blocks
Formal definitions of what exactly constitutes an architecture can be found in dictionaries or
comparable sources (e.g. the Zachman framework – [ZACH]). For the purpose of this document, we
will use the following pragmatic definition:
“An architecture is what defines the relationship between a number of individual building
blocks, which cooperate in order to deliver a set of services to end users.”
The most fundamental building blocks of an architecture are logic components (algorithms), data
components (storage such as files and tables) and presentation components (display, GUI, navigation,
…).
Examples of typical architectures include
•
•
•

‘terminal/mainframe’ systems (e.g. SNA 3270/OS/390 – ZOS) systems;
‘client-server’ systems (e.g. X-server/X-client, transaction program/database server,
applet/servlet); and
‘peer-to-peer ‘(e.g. Gnucleus or comparable distributed data or MP3-sharing sharing systems )
systems.

It is common to distinguish between various layers of services, for example on the basis of how these
services are perceived by the end user of the system.

Business layer
The business layer contains the business-specific applications:
•
•

Industry-specific applications (e.g. Hospital, Healthcare, Pharmaceutical, Banking, ERP modules,
Accounts Payable/Account Receivable, HR, decision support, planning and scheduling, …)
Horizontal applications such as portals & market places.

Typically, most organisations also use a number of general purpose applications such as email, news,
file transfer, web browsing, scheduling, electronic agenda’s, collaborative computing / development
etc.

Management & security layer
Management & security applications contain:
•
•

•

IT management applications (e.g. HP’s OpenView, IBM’s Tivoli, SNMP systems, …)
Security management systems (e.g. CMS (Cryptographic Management System), CA (Certification
Authority), RA (Registration Authority), VA (Validation Authority), access control management,
firewall management servers, RSA’s Keon Desktop, RSA ACE server, Host-IDS, Network-IDS,
…);
Applications to manage readers, tokens, biometrics, …
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Infrastructure layer
Finally, the lowest layer contains :
•
•
•
•
•
•

Operating systems (which can be hardened or might contain ‘trusted’ functionality);
Networks (WAN, LAN, wireless, …);
Firewalls;
Name resolution (DNS, secure DNS);
Location services;
Time services.
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Brief overview of the evolution of extranet access management and
Single-Sign-On
Extranets and their access management have a colourful history. In the 1970’s, significant work was
done in the area of OSI (Open Systems Interconnection), culminating in standards such as ISO 7498
(OSI) and ISO 7498-2 (OSI security).
OSI/ODP (Open Systems Interconnection / Open Distributed Processing) security, for example in EC
sponsored projects such as COST-11 Ter (Security) further elaborated on these foundations.
In practice the implementations never met the expectations. Architectures such as SNA or DECnet
were predominant, and did not integrate well with OSI. Niche-solutions have been available which
allowed e.g. Single Sign-On across IBM mainframe applications. However, these solutions rarely, if
ever, inter-worked with non-SNA systems.
Nevertheless, the concepts laid down in the X.500 directory and the corresponding X.509
authentication mechanisms evolved into Public Key Infrastructure systems which provided strong
mechanisms for authentication, based on cryptography. In the year 2000, the ISO published the X.509
v.4 standard which included both standards for PKI (Public Key Infrastructure – providing
authentication mechanisms) and PMI’s (Privilege Management Infrastructures – providing attributes
for access control).
The arrival of web technology greatly facilitated the construction of extranets, which led to a
significant increase in demand for security solutions, including authentication and authorisation
aspects, and Single Sign-On (SSO). Due to scalability requirements, symmetrical solutions such as e.g.
Kerberos had a natural disadvantage, and PKI-based solutions came more to the forefront. We saw the
arrival of products which used a userid/password or a client-side certificate to authenticate a user. The
authenticated user receives a cookie (or a ticket, or an attribute certificate) which stores security-related
information on the client side. The cookie can be protected by cryptography (e.g. its integrity and/or
confidentiality can be cryptographically protected). The cookie can be used to provide authentication
and access control information to multiple applications, ranging from portals to back-office systems.
Instead of a cookie, an attribute certificate can also be used.
It is important to realise that such security technology can be deployed both at application and
infrastructure layer. Historically, it was first used to ‘keep the bad guys out’. However, with the
proliferation of web technology, such technology gradually made it’s way into all layers, and now it
“allows the good guys in”. For example in Belgium, in 1996 KBC Bank (CERA Bank at that point in
time) were the first to launch browser-banking. They based the security of their Internet retail banking
service on an in-house PKI, storing public keys in a mainframe database. Here digital signatures are
used at application layer to guarantee integrity and non-repudiation, complemented by encryption to
guarantee confidentiality of transport.
In order to ‘let the good guys in’, today’s systems became rather sophisticated in supporting:
•
•
•
•
•
•
•

a wide range of authentication schemes (from anonymous to certificates, smart cards and
biometrics);
the management of large groups of users (both internal and external) typically through a directory
(LDAP) and some form of delegation management;
integrating with existing authentication mechanisms e.g. on IBM mainframes, Windows or Unix
platforms;
integrating with a range of web-enabled applications through agents or reverse-proxy technology,
for passing-on both authentication and authorisation credentials;
SSO (Single Sign-On) across platforms and even across organisational boundaries;
delegated management of authorisations; and
propagation of authorisation decisions from the management system to all the affected target
systems (typically across many different technologies such as mainframe, Unix, NT, W2K, etc).
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Today PKI-based cryptographic protection can be found in a variety of places, ranging from
application to infrastructure:
•
•
•
•
•
•
•

the browsers (Internet Explorer, Navigator, Konqueror, ….), where cryptographic keys can be
stored, and where protocols such as SSL/TLS are supported;
the web servers (Apache, IIS, …), where support for keystores and protocols such as SSL/TLS is
also present;
application servers such as Bea’s WebLogic and WebPortal, or JBOSS/Tomcat, which can be
controlled via PMI agents;
SAP, where SAP/R3’s SNC (Secure Networking Communication – compliant to GSS API v2) and
SSF (Secure Store and Forward – offering PKCS #7 support for SAP data and documents) are part
of the offering;
the portals, where authentication and access control can be based on certificates (either directly or
via additional products such as Netegrity’s SiteMinder and Oblix’ NetPoint);
the Java language, where a security model and a cryptographic API are part of the language,
allowing developers to create applications that base authentication and access control decisions on
cryptographic services;
VPN (Virtual Private Networks), where IPSEC certificates can be used to secure traffic between
end-points of the network.

As a consequence, we find today PKI (Public Key Infrastructure) controls embedded in many leadingedge systems, both at application and at infrastructure layer. Also Single-Sign-On solutions and PMI
(Privilege Management Infrastructure) are significantly gaining acceptance.
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High-level formulation of requirements
In general, a security architecture should be:
•
•
•

Secure – in the sense laid down in the various security standards;
Pragmatic – strike a balance between the assets to protect and the threats to which they are
exposed, taking into account the ‘worst case’ scenario, but without overkill;
Generic – sufficiently general as to embody appropriate guidance, while leaving room for
refinement and selection of safeguards;

Access need to be provided both from within internal networks as over the Internet and Extranet.
In many cases, information is currently processed at different levels of security without a formal
security policy, classification scheme or security model. Implementation of either of those is not
considered cost-effective in many cases. A pragmatic ‘clustering’ approach has to be found.
Commercial grade systems with DAC (Discretionary Access Control) should be used. However, in
particular cases, e.g. in the case of a firewall Operating System, MAC (Mandatory Access Control)
systems can be acceptable.
The solution should also scale well, deliver adequate perform (i.e. it should not significantly hinder the
business aspects of the systems) and be manageable.
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Analysis of commonly applied principles
On the basis of desktop research and project experience, we now put forward a set of commonly
applied principles that we see as ‘positive contributors’ to establishing a security architecture.

Security from the start
Security needs to be built in from the start. It is significantly more expensive to use a bolt-on approach
later on. This is especially true in projects where a large scale user community is involved. Correcting
mistakes can be very costly in such a situation.

Cryptographic foundation
A significant portion of the safeguards should be based on a sound cryptographic foundation. Wellestablished safeguards based on cryptography include:
•
•
•
•

Hash algorithms (SHA1, RIPEMD4, …);
Encryption algorithms (e.g. IDEA, RC4, AES, …);
Digital signatures (e.g. ISO schemes, RSA/PKCS, DSA,… );
Security protocols (e.g. SSH, IPsec, SSL, TLS, secure RPC, SAP’s SNC/SSF, the PKIX protocols,
…).

Standards should be deployed as much as possible
As security solutions are typically very specialised, it pays to avoid to reinvent the wheel. Using
standards in the appropriate way can significantly contribute to avoid mistakes. ‘Open’ standards
(ISO/IETF) are preferred over ‘closed’ (proprietary) standards or solutions.

Security hardware to safeguard secrets
Trusted hardware, smart cards, or other forms of ‘host security modules’ should be deployed. Similar
to software controls, no hardware offers full certainty against all possible attacks. However, using
dedicated security devices to store secrets adds to the overall security.

Accreditation should be obtained
Let a well-regulated trusted party with a good reputation verify compliance. This party should be
different from the party that implemented the solution. It should also be different from the party that
operates the system. For individual components, FIPS5 or comparable accreditation can be used.
Audit reports (from both internal and external auditors) can be obtained with regard to the
implementation and the operation of the system. A common form of such assurance is the AICPA6’s
SAS70 standard for external review of a service provider.

4

The MDx family (MD2, MD4, MD5) is considered as no longer cryptographically adequate, refer
[GOD]. More recent algorithms such as RIPEMD-160 are preferred.
5
FIPS – Federal Information Processing Standards
6
AICPA – American Institute of Certified Public Accountants
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Placement of security services
Safeguards should be implemented across all layers of the system. Safeguards implemented in the
functional (i.e. application) layer are the most important ones when seen in isolation. Putting the
security services at the application level offers the strongest controls, since they can operate end-to-end
here. End-to-end integrity and non-repudiation should happen at functional layer. IPSEC or IP v.6
have their own merits, but are not enough from a business perspective.
We recommend to consider the following basic principles when deciding where to put security
services:
At application level (e.g. the SET protocol):
-

Pro: strongest end-to-end protection;
Pro: strongest possible support for organisational controls such as segregation of duties;
Pro: can be tuned to application payload requirements;
Con: no leverage possible, must be reworked for every application.

At transport (TCP) level:
-

Pro: more end-to-end than at network level (but not yet as strong as at application level);
Pro: applications have control over when to use the security features;
Con: cannot offer real end-to-end integrity, non-repudiation or confidentiality;
Con: applications must be modified (unless proxied).

At network (IP) level:
-

Pro: covers all traffic, IP-end-to-end (e.g. all packets encrypted, except addresses in header)
Pro: transparent to applications;
Con: only limited control by applications of the security services used;
Con: cannot offer real end-to-end integrity, non-repudiation or confidentiality;
Con: somewhat ‘unnatural’, since IP is stateless and most security services are based upon
cryptographic protection, which is typically stateful (and requires multiple round-trips to achieve
its objectives such as mutual authentication).

At link level:
-

Pro: covers all traffic on that link (e.g. a Radio Frequency link);
Con: cannot offer real end-to-end integrity, non-repudiation or confidentiality; it only protects a
single hop.

Definition of ownership
All information assets should have an owner, who will be held responsible for those assets and should
be able to defend the decision to accept the risks of exposing the assets to threats. Safeguarding assets
is the responsibility of their owners. The owners need to be confident that the implemented safeguards
are adequate to counter the threats to their assets. Owners may not possess themselves the capability to
judge all aspects of safeguards, and should be provided adequate assistance with implementation as
well as with evaluation of safeguards.

Segregation at organisational and technical level
‘Segregation-of-duties’ is required at organisational level. A single function should e.g. not be
allowed to create suppliers, and to approve invoices for payment.
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Technical segregation and staging between multiple environments (such as
development/test/production) is required where borderlines of different security requirements are
crossed .

Focus on user actions
Safeguards should focus on controlling user actions first, then on operations, then on data (hence roles
and use-cases are important).

Availability safeguards
Despites the fact that those are left-out of ISO 7498-2, availability safeguards such as redundant
infrastructure components e.g. OS, clustering firewalls, hot stand-by, fall-over, … should be included.

Keep It Simple
“Keep it simple”. Safeguards should not be overly complex or over-dimensioned. The AES challenge
was another example where solid, simple principles led to an elegant solution of appropriate strength.
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Proposed solution
Introduction
We seek to define a generic security architecture for commercial (public/private but non-military)
enterprises. We first define what we believe is a representative context for such enterprises. We then
introduce the core concepts of the GSA.

The Snakepit
A company offering services electronically will typically do so via the Internet or an Extranet.
Alternatively, to internal users such as employees, services will be made available on an Intranet.
Regardless of the trust anchor/trust model selected, technology can be classified as client/server
(including multi-tier client/server) or peer to peer. We will focus on client/server technology for the
purpose of this thesis.

The ‘snakepit’ model
Company X

Company A

Production

Production

The ‘snakepit’
(untrusted)

Extranet
Internet
Intranet

Clients

Intranet clients

Figure 1
It is assumed that users within company X want to access services offered by Company A. The
detailed organisation of company X is further considered as irrelevant. It can be seen as a mirrored case
of company A.
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It has sufficiently been demonstrated that the snakepit is untrusted and a source of undesired events.
Unless security precautions are taken, traffic might be rerouted or completely stopped. The integrity of
information might be breached along the way. Denial-of-Service attacks can be launched from within
the snakepit against any party connecting to it.
It is understood that Company A’s infrastructure includes a ‘defence line’, including technology such
as virus scanners, firewalls, intrusion detection systems etc.

The ‘snakepit’ model
Company X

Company A

Production

Production

The ‘snakepit’
(untrusted)

Extranet
Internet
Intranet

Clients

Intranet clients

Figure 2
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Trust Anchors
Multi-tier client/server models are inherently distributed. Trust is a mandatory prerequisite for holding
such an architecture together. Trust can come from shared secrets, public key infrastructures, or even
reputation-based systems. We assume that the foundation for trust will be based on PKI and electronic
signatures (as specified in the Handbook of Applied Cryptography, and in the European Union’s
directive with regard to electronic signatures – Directive 1999/93/EC).
Individuals and companies alike operate in a context including both public and private elements.
Individuals and companies can call upon national and international bodies or companies as facilitators
or providers of service. Each individual typically lives in an environment where he or she can call
upon government entities, can interact with other individuals, as well as with organisations.
Essentially, the same holds for each company.

Trust anchors
Public sector
UN – United Nations
ITU – International Telecommunications Union
EU
•Euro-pki
•ETSI
•IST-resources

Private sector
Global players:
VeriSign, beTRUSTed, GlobalSign, Identrus,
Digicert, ...

US
•NIST
•BridgeCA

Closed User Groups

BE
•FEDpki
•BelPIC

Extranet

•Banks
•Traders

Internet
Intranet

UK
DE
CH
...

Government2civilservant

Business2government

Government2citizen

Individual
Individual2individual
Individual2group

Business2employee

Niche players
•HyperTrust
•Info2clear

Business2trustprovider

Company

Business2consumer
Business2business

Figure 3
This leads to a number of relationships such as:
•
•
•
•
•

Government2citizen (for all individuals);
Government2civilservant (for all individuals who also are acting in a role of civil servant);
Individual2individual, and Individual2group (for all individuals);
Business2consumer (where the individual consumes products or services provided by the
company);
Business2employee (where the individual provides services to the company, or has a working
relationship with it).

Specific company-related relationships include:
•

Business2government (for reasons of compliance or obtaining government-provided support);
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•
•

Business2business (as most businesses operate in a value chain, both as consumer and provider of
products or services);
Business2trustprovider (to facilitate B2B or related relationships).

It is obvious that for such relations to be successful in an electronic society, each individual or
company needs a strategy to introduce and manage trust in these different environments.
Trust anchors are the common trust points which link the actors to one-another.

Introducing trust into the snakepit
It is assumed that the most effective and efficient way to build controls capable of crossing the
‘snakepit’ is by introducing a Trusted Third Party. Advantages and disadvantages of such a TTP have
been addressed extensively in literature. For the purpose of this thesis, we assume such a TTP model.
It is assumed that:
•
•
•
•

out-of-band communication of a fingerprint of the operational and root keys will be performed;
important keys will reside in trusted hardware only, secured under ‘m-out-of-n’ threshold schemes
where applicable;
appropriate revocation mechanisms (CRL, delta CRL, OCSP, …) will be deployed;
EU directives and national legislation will be complied with.

The ‘snakepit’ model
Trusted Third Party
Company X

Company A

Production

Production

The ‘snakepit’
(untrusted)

Extranet
Internet
Intranet

Clients

Intranet clients

Figure 4
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Core concepts of the GSA
Segregation in P, PP and D
Services have to be developed and offered to users in a well-contained environment. For this reason,
we segregate into Production, Pre-Production, Development and Test environments. End-users are
accessing the Production environment. Other environments such as Pre-Production, Development and
Test are segregated from Production.
We will further focus on the Production environment only. The other environments can be considered
as separate subset-implementations of the Production environment.
Segregation can be based on physical segregation (e.g. different computer rooms, different computers,
different network cables, …), logical segregation (e.g. at OS level or via cryptographic controls), or a
combination of both. Physical segregation is the strongest, but the least flexible.

Segregation into rings
To avoid attack propagation, we segregate an environment (such as the Production environment) into
different rings. The outside world is presented only the most outer ring, where no business logic or
data resides. This ring only serves for protection. Subsequently, two different inner rings contain
systems of ‘normal’ and ‘high’ classification.

Segregation of duties
At the level of business activities, performed by users, segregation of duties is fundamental to
achieving integrity. As users may have different goals or agenda’s, segregation of duties is a key
concept to arrive at a well-controlled system. The security architecture should support this via security
services which allow the definition of roles.

Segregation of ‘managing’ from ‘managed’ items
‘Managed’ components are those components that carry out the basic work. Typical examples include
routers, application servers and database servers. They are influenced by managing components via
management protocols such as SNMP7.
‘Managing’ components such as system or network management stations monitor and influence the
‘managed’ components. They are operated by automatic or manual processes. Typical examples
include HP’s Open View, IBM’s NetView and CA’s TNG.
Segregation should be enforced between ‘managing’ domains8 and ‘managed’ domains.
There will be multiple and segregated ‘managing’ as well as ‘managed’ domains, to avoid that a
potential security breach in one domain could migrate to other domains.
Also, mutual authentication between managing and managed components is important, since we don’t
want that an intruder is able to present a fake management system which would be accepted by the
managed components. For this very reason, SNMP V3 includes better support for cryptographic
authentication than its predecessors.

7

SNMP: Simple Network Management Protocol
This idea has also been put forward a.o. in the ITU-T’s model for a Telecommunication Management
Network (TMN).
8
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Segregation of trust
There will be a trust provider (or multiple providers) for external links (‘crossing the snakepit’). The
trust anchor will reside within the Production environment, or with a designated external TTP. There
will be another trust provider (or multiple providers) for internal connections and users.

Broad support for authentication techniques
On the basis of user authentication (and where applicable, mutual authentication) access to services
will be granted. Such authentication may range from ‘anonymous’ access to biometric verification of
the individual.

Broad support for access control and authorisation techniques
Users may act in different roles (e.g. customer, employee, or both). As a consequence, access and
authorisations with regard to the services must range from coarse to fine grained.

Redundancy
The architecture should implement at least two independent security mechanisms to achieve CIA
objectives.

Classification of information and security services
The type of service offered and the relationship the user has with the organisation determines the
access, authorisation and audit mechanisms to be used. Hence a security classification of the services
offered is the foundation of the security architecture. A balance has to be found between a finegrained system, offering a high number of different security levels, and a system that is reasonable to
build, operate and maintain. We propose to broadly classify services on the basis of the combination of
their confidentiality, integrity and availability requirements:
•

Confidentiality:
•
•
•

•

Integrity:
•
•

•

C-High (e.g. company proprietary information such as research reports, merger & acquisition
plans, …);
C-Medium (typically information that is ‘internal use only’); and
C-Public (information that is intended for the public domain – e.g. public relations,
advertisements, common information for the public at large, …).

I-Essential (core business information such as account balances, value-bearing transactions,
recipes of pharmaceutical drugs, etc);
I-Normal (basic information).

Availability:
•
•

A-Time-Critical (information whose lack of availability can have a significant negative impact
on the company or its customers);
A-Non-Time-Critical (other information).
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Services with identical security requirements will then be grouped together into a single security
domain. Obviously, a much more granular classification can be used, e.g. on the basis of the functional
classes of the Common Criteria. While this might be valuable for e.g. Banks, it might not be necessary
for a wholesale distribution company or a manufacturing company.
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Visualising the Generic Security Architecture (GSA)
model
The GSA model
Overall structure
The overall structure has as objective to balance functionality and usability (as seen by developers, end
users, operators, security officers, auditors, …) and security.
This leads to a structure where an external end-user accesses the company services over the snakepit,
while an internal user does not. Hence, there are different entrypoints for external and internal endusers. There is also another dedicated entrypoint for access by management clients.

The GSA model - overview
Trusted Third Party
Company A
Company X

Management clients
Production Management LAN
Non-Production Management LAN

Production

Production
Pre-production

‘managing’

The ‘snakepit’
(untrusted)

Development

‘managed’

Intranet end-user LAN
Extranet
Internet
Intranet

Clients

Intranet end-user clients

Figure 5
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Application security aspects
Depending on business and security requirements of the system/application, the application security
aspects will be addressed within the business logic of the application or outside from it.
Delivering application security’ from within’
Security services can be delivered to business logic via a security service API. This means the business
logic contains a number of security calls for authentication and authorisation checks, logging, etc. This
is typically achieved by including calls to security toolkits/SDK’s within the business logic.
Delivering application security ‘from outside’
Security services can be delivered from outside the business logic e.g. via url-checking or by
configuring security parameters. This is typically achieved by protecting entry-points into application
logic by proxy servers or products such as IBM’s Policy Director, Netegrity’s SiteMinder or Oblix’
NetPoint, or by customizing authorisation tables such as in SAP. Many parties including Microsoft
refer to this as ‘declarative security’.
Combining both approaches
In practice, application security aspects are typically addressed via a combination of both approaches.
It is important that the application security addresses the integrity, confidentiality and to a lesser extent
the availability aspects. In this context, the application security should support the different roles that
users and system operators take, and particularly the ‘segregation of duty’ aspects.

Infrastructure security
This should at least include:
•
•
•

Dedicated and hardened platforms to operate firewalls; and
DNS servers; and
A well-managed IP-addresses space.

Overall security facilities
Overall security facilities (e.g. Intrusion Detection, Attack Recovery, Network and Firewall
Management Stations, Logging, Audit Record Creation, …) are kept separate from the applications in
dedicated security management functions/facilities.

Security management processes.
We will not address those in this thesis.
We limit ourselves to elaborating the ‘Production’ environment only. Other environments (e.g. PP –
Pre-Production and D – Development) will be similar but can be expected to be less complex.
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Three rings on the server side
Function of the rings
We propose a Production environment based on three segregated rings (R.1, R.2 and R.3) , with interring traffic flowing only under controlled conditions.
The first ring shields all systems from any type of attack by containing only hardened connectivity
systems and defence mechanisms, together with the appropriate management systems. Therefore ring
1 holds no ‘business’ functions. Platforms here only perform sanitising checks and a first level of
authentication. The only aim of ring 1 is to protect rings 2 and 3.
The second ring contains all business systems except those that are classified as ‘Confidential-High’ /
‘Integrity-Essential’.
The third ring contains systems classified as ‘Confidential-High’ or ‘Integrity-Essential’. Systems in
Ring 3 are protected by additional safeguards to handle these ‘Confidentiality-High’ and ‘IntegrityEssential’ requirements.
Also, each ring has its own security and support systems, which are managed from its own
management domain only.

Server side - conceptual
Increasingly strong security mechanisms

Ring 1

Ring 2

Ring 3

Ring 2

Ring 3

‘Managing’

Increasingly strong
security mechanisms

‘Managed’
The hard shell,
no business
logic or data

Business logic
and data with
other security
requirements
ConfidentialityHigh or
Integrity-Essential

Business logic
and data with
ConfidentialityHigh or
Integrity-Essential
requirements

Figure 6

36

General traffic principles
With regard to end-user and management traffic, the general principles are that:
•
•

‘Horizontal’ traffic’ is end-user traffic only, which can flow from ring to ring;
Management traffic does not flow horizontally;

•

‘Vertical’ traffic’ is management or support traffic, and:

o There is no management traffic between the rings (no horizontal management traffic);
o All management traffic must be strongly authenticated (between management station and
o
•

management server, and between management server and managed node);
All management traffic for ring 1 should preferably be encrypted as well;

Interfaces and network segments are dedicated either to application traffic or to management
traffic.

If authentication or authorisation information has to be passed across the rings, it should adhere to the
rules of end-user traffic. The management systems (including the authentication/authorisation servers)
of the different rings should preferably not be interconnected to avoid propagation of attacks. If such
interconnections cannot be avoided, there should be strong authentication and preferably traffic
encryption.
If authentication/authorisation information has to be passed from ring to ring, we prefer to pass it in
cryptographically protected cookies, SAML objects (Security Assertions Mark-up Language) or
comparable data structures.

Subdivision of the rings into domains
Each ring is divided into domains which group systems with similar requirements. On a broad level,
domains are classified as either:
•
•

‘managing’ - a management domain, with platforms containing management systems and
support infrastructure; management workstations are connected here;
‘managed’ - a business domain, with platforms containing either logic, data or
presentation functions, or only connectivity devices such as routers and firewalls in the
case of ring 1.

Further classification is done on the basis of security requirements.
All domains are segregated from one-another, either by being implemented on different physical
platforms or by cryptographic controls.
Inter-domain traffic (within the same ring) is only allowed between a business domain and its
management domain.
Intra-domain traffic (within a single domain) can flow freely.
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Availability
In case stringent high-availability requirements are present, all systems should be implemented in a
dual configuration.

Server side - availability
Increasingly strong security mechanisms

Ring 1

Ring 2

Ring 3

Ring 2

Ring 3

‘Managing’

Increasingly strong
security mechanisms

‘Managed’
The hard shell,
no business
logic or data
Primary
implementation
plane

Business logic
and data with
other security
requirements
ConfidentialityHigh or
Integrity-Essential

Business logic
and data with
ConfidentialityHigh or
Integrity-Essential
requirements

Secondary
implementation
plane

Figure 7
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Server-side ring 1
Graphical representation

Server side – ring 1
Management entry point
Security entry point

Ring 2

Ring 3

Ring 1
D1.M
Management
Management

Services:
Services: LDAP,
LDAP,
CRL,
CRL, OCSP
OCSP
Access
Access Control,
Control,
logging,
logging, ...
...

D1.A

Private entry point
D1.B

Public
entry point

Figure 8
In order to make the external entry point visible on the Internet, an external DNS service is used. A
back-up is provided internally.
The reader will notice that we introduced a new segregation between the management entry point and
the security entry point. For those organisations where e.g. a Certification Authority is offering
services to external relying parties, we think it is useful to consider such segregation. For those
organisations where such external services are not offered, the management and the security entry
points can actually be combined into a management LAN.
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Core principles
We propose the following principles for Ring 1:
Ring structure

Ring 1 holds two ‘void’ business domains’, D1.A and D1.B, for connectivity
purposes only. There is no business logic or data implemented here, as such the
functionality can be ‘sacrificed’ and easily recreated from original installation
media, complemented by backups of configuration parameters or customised
modules. Ring 1 also holds one management domain, D1.M.

Horizontal
(application)
protocols

On the public entry point, the objective is to be strict and to only allow a limited
set of strictly necessary protocols. It can be expected that e.g. http, https, ftp,
and smtp will be allowed here. It might be necessary to allow some rpc (or
secure rpc) or comparable traffic.
On the private entry point, the allowed set of protocols can be larger.
No horizontal traffic will flow from D1.M into Ring 2.
Finally, with regard to intra-domain traffic (within the same ring and within the
same domain), those protocols necessary to establish the required connectivity
across the platforms can be allowed.

Vertical
(management and
services) protocols

No traffic is allowed between D1.A and D1.B.
Between D1.M and D1.A/B there will be a flow of management protocols (such
as snmp), service protocols (such as ntp, ldap, …), and logging and intrusion
detection protocols.
To allow internal users access to publicly visible applications under the same
conditions as external users, traffic is allowed from the private entry point into
the public entry point (but not vice-versa).

Self-defence

Self-defence mechanisms in Ring 1 should include:
•
•
•

Traffic sanitization / content inspection / application level hardening
(DMZ/Shield, AppShield, );
Network level hardening (firewall);
First level IDS (Intrusion Detection System).

Authentication

In D1.A and D1.B, the first level authentication takes place for incoming traffic.
This should be done on the basis of a reverse9 proxy or an authentication agent.
However, if access to public domain information is requested, this authentication
may be void.

Access control

As there is no business logic or data, the need for access control is limited in
Ring 1. In general, application traffic should not be allowed to go beyond its
normal boundaries. Management traffic should be subject to access control to
avoid remote take-over by malicious parties.

Data integrity

As there is no business logic or data, the need for data integrity is limited in Ring
1.

Non-repudiation

Not applicable in this ring.

Data

We are facing a decision with regard to data confidentiality and encryption

9

by ‘reverse’ proxy we mean an inbound proxy, i.e. inbound from the Internet towards the organisation
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confidentiality

tunnels. If we allow encrypted traffic into the organisation (e.g. an IPsec
tunnel), then our traffic sanitization will not work. We propose to position all
end-points for data classified ‘Confidentiality-Medium’ here in ring 1. This
means that SSL sessions or IPsec tunnels terminate here. The private keys
should be stored in HSMs (Host Security Modules) or comparable.
Please refer to the ‘Remark with regard to confidentiality’ below.

Accountability

Accountability is mainly important for infrastructure management here.

Remark with regard to confidentiality
We envisage two exceptions with regard to terminating the data confidentiality service here: traffic of
data classified as ‘Confidentiality-High’ and encrypted email. A decision should be taken on the basis
of risk analysis whether the organisation allows its members to receive encrypted mail, since such mail
can normally only be decrypted by the private key of the receiver. Hence it cannot be opened and
content-inspected unless there is involvement of the key owner or a copy of the private key is made
available. However, making a copy of a private key available in Ring 1 seems like a bad idea to us.
With regard to ‘Confidentiality-High’ traffic, a similar decision should be made on the basis of risk
analysis between two alternatives:
•

•

Alternative 1 is to terminate the encryption end-point here in Ring 1, perform content
inspection and then to re-encrypt the traffic (under new keys managed by the organisation)
before sending it further into Ring 2. This can be achieved by chaining SSL sessions for
example.
Alternative 2 is to simply pass the encrypted traffic on, thus postponing content inspection to
be done in Ring 2 or possibly even Ring 3.

Optionally, a third alternative can be envisaged, which is composed of Alternative 1 without further
encrypting. However, for ‘Confidentiality-High’ data, sole reliance on physical security of the data
centre might not be appropriate.
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Server-side ring 2
Graphical representation
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Core principles
We propose the following principles for Ring 2:
Ring structure

Ring 2 holds a number of business domains (D2.A, D2.B, D2.C), and a
management domain (D2.M). Refer to the ‘Remark with regard to domain
structure’ below.

Horizontal
(application)
protocols

From Ring 1 into Ring 2: selected application level protocols: http, https, ftp,
plus bi-directional smtp
From Ring 2 into Ring 3:
•
•

different application level protocol (‘breaking the protocol stack’)
always strongly authenticated (authentication protocol based on
cryptography - or a less secure protocol wrapped in a strongly
authenticated protocol such as IPSEC, SSL or SSH)

There will be no flow of horizontal management traffic from D2.M into either
Ring 1 or Ring 3.
With regard to intra-domain traffic (within the same ring and within the same
domain), those protocols necessary to establish the required connectivity across
the platforms can be allowed. Database servers can be implemented here.
Optionally, a SAN (Storage Area Network) can be deployed, on the condition
that the zoning (i.e. the internal structure) does not violate the domain
segregation. Preferably hardware zoning should be used.
Vertical
(management and
services) protocols

No traffic is allowed between D2.A, D2.B and D2.C.

Self-defence

Self-defence mechanisms in Ring 2 should include:

Between D2.M and D2.A/B/C there will be a flow of management protocols
(such as snmp), service protocols (such as ntp, ldap, …), and logging and
intrusion detection protocols.

•
•
•

Further traffic sanitization – content inspection;
Network level hardening (firewall);
Second level IDS (Intrusion Detection System).

Authentication

Second level authentication takes place here. If access to public domain
information is requested, this authentication may be void.

Access control

Application traffic should be subject to access controls. Management traffic
should be subject to access control to avoid remote take-over by malicious
parties.

Data integrity

Data integrity should be handled by the applications residing in Ring 2.

Non-repudiation

Electronic signatures will be handled at the application level if non-repudiation
is required

Data
confidentiality

For traffic terminating in Ring 2, the confidentiality will be removed since the
information will be processed within this ring. The removal can take place
either at VPN layer or at application layer. The higher in the protocol stack, the
more effective the offered control will be. For such traffic, content inspection
should take place now after the decryption.
For encrypted traffic moving further on towards Ring 3, there are two
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alternatives: the encryption can be removed here, and the content inspected, or
the traffic can be allowed to travel further in encrypted format. Allowing
encrypted traffic into the most secure ring (Ring 3) without any prior content
inspection seems not a good idea, so we propose to always terminate
confidentiality services in Ring 2. If the information needs to be encrypted
before being send further on towards Ring 3, we think it is more appropriate to
re-encrypt it, and subsequently decrypt it in Ring 3. This encryption can be
either at VPN or application layer.
The alternative, to let the encrypted application traffic pass into Ring 3
unchecked, has the advantage that confidentiality will be harder to attack but the
disadvantage that un-inspected traffic can enter into our most sensitive ring
directly. In our opinion, it seems more appropriate to decrypt and re-encrypt in
an environment which is controlled (i.e. Ring 2).
Accountability

Accountability is important here both for applications and for infrastructure
management.

Remark with regard to domain structure
Ring 2 holds multiple business domains and one management domain. The following domains are
proposed:
Requirement

D2.A

D2.B

Domains
D2.C

Confidentiality

C-Public

C-Medium

Integrity

I-Normal

Availability

A-Non-timecritical

D2.M

C-Medium

[D2.D –
optional]
[C-Medium]

I-Normal

I-Normal

[I-Normal]

I-Essential

A-Timecritical

A-Non-timecritical

[A-Timecritical]

A-Timecritical

C-Medium
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Server-side ring 3
Graphical representation
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Core principles
We propose the following principles for Ring 3:
Ring structure

Ring 3 holds a number of business domains (D3.A, D3.B, D3.C), and a
management domain (D3.M). Refer to the ‘Remark with regard to domain
structure’ below.

Horizontal
(application)
protocols

From Ring 2 into Ring 3: the protocol stack should be ‘broken’ here. The
application level protocol flowing from Ring 2 into Ring 3 should be different
from the protocol used for that particular traffic between Ring 1 and Ring 2.
Traffic should always be strongly authenticated (authentication protocol based
on cryptography - or a less secure protocol wrapped in a strongly authenticated
protocol such as IPSEC, SSL or SSH).
There will be no flow of horizontal management traffic from D3.M into Ring 2.
With regard to intra-domain traffic (within the same ring and within the same
domain), those protocols necessary to establish the required connectivity across
the platforms can be allowed.

Vertical
(management and
services) protocols

No traffic is allowed between D3.A, D3.B and D3.C.

Self-defence

Self-defence mechanisms in Ring 3 should include:

Between D3.M and D3.A/B/C there will be a flow of management protocols
(such as snmp), service protocols (such as ntp, ldap, …), and logging and
intrusion detection protocols.

•
•
•
Authentication

Further traffic sanitization / content inspection;
Network level hardening (firewall);
Ternary level IDS (Intrusion Detection System).

Third level authentication takes place here. It is expected that no public domain
information is made available in Ring 3, hence all traffic should be
authenticated.
If information needs to be made available to public domain, it seems more
appropriate to replicate it down towards Ring 2.

Access control

Application traffic should be subject to access controls. Management traffic
should be subject to access control to avoid remote take-over by malicious
parties.

Data integrity

Data integrity should be handled by the applications residing in Ring 3.

Non-repudiation

Electronic signatures will be handled at the application level if non-repudiation
is required

Data
confidentiality

As already elaborated in our discussion of Ring 2, encrypted traffic terminating
in Ring 3 would preferably have been encrypted and content-inspected in Ring
2.
The confidentiality added by Ring 2 will be removed here so the information can
be processed (this can take place either at VPN layer or at application layer).
However, as Ring 3 is a very most sensitive location in our architecture, it seems
appropriate to perform content inspection again.
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Accountability

Accountability is important here both for applications and for infrastructure
management.

Remark with regard to domain structure
Ring 3 holds multiple domains, we propose the following classifications:
Domains
D3.C
C-High

Requirement
Confidentiality

D3.A
C-High

D3.B
C-High

D3.M
C-High

Integrity

I-Normal

I-Normal

I-Essential

I-Essential

Availability

A-Nontimecritical

A-Timecritical

A-Timecritical

A-Timecritical
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Client-side
In general, not too many assumptions can be made with regard to the security of the client. It can be
assumed however, that the client operates in an uncontrolled environment, where we are uncertain
about virus presence/absence unless we provide our own integrity checks.
Hence some form of compartimentation (e.g. on the basis of VMware) or ‘sandboxing’ (e.g. on the
basis of the Java security model) are required.
The client has to be equipped with some for of safe application loading and upgrading, as provided by
Java and .NET.
It is fundamental that there is a mechanism for ‘bootstrapping’ of trust. This can be done by providing
a component ‘out-of-band’.
It is also necessary that the client has some form of local storage for private keys and secrets (or
alternatively, that this can be managed over the network as in the case of RSA’s Keon and Entrust
‘Managed PKI’ products).
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Further internal aspects
Internal TTP
Various domains such as Production, Pre-Production and Development will all be protected by their
‘defence’ line, starting with Ring 1.
In order to use services in a particular domain, the client workstation needs the appropriate credentials.
This may include various certificates with different external and internal TTP’s.
We see a clear need for an internal TTP, e.g. for defining roles & authorisations that are purely internal.
This internal TTP should be strictly separated from the external TTP to avoid that an external user can
assume e.g. a system manager'

The GSA model – Internal TTPs
External Trusted Third Party
Company A
Company X

Management clients
Production Management LAN
Non-Production Management LAN

Production

Production
Pre-production

‘managing’

The ‘snakepit’
(untrusted)

Development

‘managed’

Intranet end-user LAN
Extranet
Internet
Intranet

Clients

Intranet end-user clients

= Internal TTP

Figure 11
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Compartimentation of internal workstations
Since a workstation may connect to an external website, the Production services, as well as the nonproduction services, contamination is possible (e.g. a Trojan horse).
•
•

Alternative 1: physical separation, use different workstations to connect to different services
(high cost and manageability impact);
Alternative 2: logical separation, use ‘sand-boxing’, different virtual machines (e.g.
VMWare),…

Particularly for users that require access to management or security functionality, as well as to
‘common’ functionality such as email, there is a fundamental need for reliable compartimentation.
Preferably, an internal client workstation should be connected solely either to an end-user LAN or
solely to a management or security LAN.
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Positioning security services within the GSA
Positioning the security services
A high level, we propose to position the security services according to the following model:

Security service positioning
(simplified)
Company A
Company X
Ring 1

Ring 2

Ring 3

Integrity/Non-repudiation #2
Change in
protocol
stack

Integrity/Non-repudiation #1
Confidentiality

The ‘snakepit’
(untrusted)
Extranet
Internet
Intranet

First
level
Access
Control

Second
level
Access
Control

Third
level
Access
Control

Figure 12
As can be seen, two different mechanisms are suggested to support end-to-end integrity. The first one
simply ends in Ring 2, while the second mechanism uses a switch in the application-level protocol
stack to deliver the information to Ring 3.
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We will now position the 5 core security services more detailed.

Security service positioning
Trusted Third Party
Company A
Company X
Production

Intranet management clients

end-to-end integrity and
non-repudiation, with multiple layer
authentication and access control

Production
Pre-production

selective confidentiality

The ‘snakepit’
(untrusted)

‘managing’

Development

‘managed’

Extranet
Internet
Intranet

Clients

Intranet end-user clients

Figure 13

Data Integrity and Non-Repudiation
These services are preferably positioned at application level and end-to-end – i.e. terminating in the
end-application system, which is situated in a particular domain in a particular ring. For applications
that reside in Ring 2 we refer to ‘Integrity/Non-repudiation #1’. For applications that reside in Ring 3
we refer to ‘Integrity/Non-repudiation #2’.

Authentication
In the case of public domain information, no authentication is required. In all other cases, single or
multiple authentication should take place starting in Ring 1. Authentication credentials can either be
passed further on towards the next ring (e.g. via cookies, SAML assertions or comparable data
structures), or new credentials can be established in case secondary or even ternary authentication is
required. Such further authentication should then preferably be based on security tokens or smart cards.

Access Control
The same reasoning as with authentication holds for the provisioning of access control. Except for
access to public domain information, access control should be provided per ring. Authorisation
credentials can either be passed further on towards the next ring (e.g. via cookies or SAML assertions),
or new credentials can be established.

Data Confidentiality
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If part of the security requirements, Data Confidentiality should be provided at least up to Ring 1. It
can be argued that in case the rings are implemented in a single data centre, where physical access
control to computers and cabling is in place, it is sufficient to guarantee confidentiality up to the entry
point. For example IPSEC to a router in Ring 1, or an SSL session to a proxy server in Ring 1 could
provide such service.

Other security services
Furthermore, security services such as traffic ‘sanitization’ and a first level of intrusion detection
should take place in the first ring and can be repeated if required.
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Addressing the application security aspects
An implementation of a security architecture will obviously contain many components, such as:
•
•
•
•
•

platforms with Operating Systems;
analysis and development tools;
application servers;
database servers;
storage area networks;

•
•
•
•
•

routers;
firewalls,
directory servers;
cryptographic libraries;
management and backup/recovery systems;

•
•

smartcards and readers;
HSMs (Host Security Modules);

•

processes and procedures.

While we agree that all of these are important, we have selected the area of application security for
further elaboration. The reason here for is that:
•
•

with the arrival of web technology, this area has made new and interesting progress,
particularly with regard to the integration of crypto-based protection;
end-to-end application security is a fundamental cornerstone of IT security.

Finding the right balance in application security
Technically speaking, the optimal way to create an appropriate security setting for an application is by
a combination of:
•
•

configuration of parameters of supporting security functions (e.g. the definition of firewall
rules, the setting of appropriate Intrusion Detection traps, the definition of groups and/or roles
in access control systems, the selection of the right events to be logged and audited);
the direct calling of security functions within an application (e.g. via a security API – creation
of a signature by a client, verification of the signature by the server in the last tier).

It is clear that each approach has its advantages and disadvantages.
The first approach is somewhat coarse-grained but is typically very cost-effective. As no or limited
interfering is required with the actual application, the application is mainly protected from the outside
world by a security wrap.
The second approach can handle situations where fine-grained and specialised security services are
required. However, this goes at the expense of having to include security-specific parts of code within
the application code. This might lead to the introduction of side-effects, bugs or errors.
We are convinced that each approach has its merits and that a detailed risk analysis should be used to
decide which approach is most appropriate for a particular system or application. It can be expected
that in many cases, a combined approach is most effective.
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We will now briefly discuss some products that offer security services, useful to organisations that
want to implement a security architecture such as the Generic Security Architecture (or any comparable
architecture). Many products are available, including IBM’s RACF, Security Server,
Tivoli/PolicyDirector, PKI systems from e.g. Entrust, Utimaco, Baltimore, Cryptomathic, basic Unix
and Windows2000 security systems, firewalls, Kerberos and GSS-API implementations, SSL and TLS,
PEM, S/MIME, SSH, SAP’s SNC and SSF, and IPSEC. We selected a limited set, mainly on the basis
of the experience we acquired with those solutions. This does not imply any particular
recommendation. Product selection should always be done on a case-by-case basis, and risk analysis
should play an important role in the selection process.
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Kerberos – a secure network authentication service
Positioning
Kerberos was developed at the Massachusetts Institute of Technology in the mid 80’s to enhance the
security of the distributed computing Athena system. This system had both public and private
workstations connected, through various types of LANs and campus backbone. Only a few of the
servers and workstations could be considered as residing in a secure location.
The initial versions (V1 to V3) were internal working versions. Version 4 is considered the original
Kerberos. Today Kerberos V5 is most popular, which is an enhanced version over V4. The Kerberos
model is based in part on Needham and Schroeder’s TTP authentication protocol (based on a shared
secret key), and on modifications suggested by Denning and Sacco.
Essentially, Kerberos offers a secure network authentication service, as defined in ‘The Kerberos
Network Authentication Service V5, September 1993, RFC 1510’.
The basic components of a Kerberos system are the user and his client workstation, the AS
(Authentication Server), the TGS (Ticket Granting Server) and the Application Server (S). The
Authentication Server(s) run on physically secure hosts. They maintain a database of principals, i.e.
users and servers, and their secret keys.

Kerberos
1. Authentication
5. User can
access file server

2. Session key for use with TGS plus ticket

user

AS

Long term shared secret

4. User now requests
and receives ticket
to access file server

Kerberos
Authentication Server
Long term shared secret

TGS

3. Copy of session key
plus user identity

Long term shared secret

File Server

Kerberos
Ticket Granting Server

Figure 14
The authentication process proceeds as follows: A client sends a request to the authentication server,
requesting ‘credentials’ for a given server. The AS responds with these credentials, encrypted in the
client's key. The credentials consist of a ‘ticket’ for the server and a temporary encryption key (often
called a ‘session key’). The client transmits the ticket (which contains the client's identity and a copy
of the session key, all encrypted in the server's key) to the server. The session key (now shared by the
client and server) is used to authenticate the client, and may optionally be used to authenticate the
server. It may also be used to encrypt further communication between the two parties or to exchange a
separate sub-session key to be used to encrypt further communication.
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It is important to realise that the shared secret is distributed outside the bounds of the Kerberos system.
The basic Kerberos model offers no key distribution or key management features. This has later been
addressed in Kerberos Administration protocols. In case of a human user as principal, the secret key is
derived from a password. This means that when a user is enrolled, the secret key derived from the
password selected needs to be included in the AS server’s database, in a secure way.
Support for authorisation is included, a collection of typed authorization data can be sealed in the ticket
granting ticket, for authorization use by the application.
In order to make use of the service, clients and servers must be ‘kerberized’, i.e. they must be modified
in order to support the Kerberos protocol. Early versions of Kerberos provided a non-standard
interface to the service. However, subsequently Kerberos was standardised to use the GSS-API as
described in ‘The Kerberos Version 5 GSS-API, RFC 1964’.
Kerberos experienced another boost of interest when Microsoft decided to include it in its
Windows2000 system.

Summary of security services offered
The following table summarizes the security services that can be offered by Kerberos implementations:
Kerberos V5
Note that the YES applies only to applications that are kerberized (i.e. modified
to accommodate the Kerberos protocol exchanges)
Authentication

YES
This is the primary objective of Kerberos.

Access Control

YES
A collection of typed authorization data can be included in a ticket granting
ticket, which can subsequently be used by an application.

Data Integrity

YES for KRB_SAFE messages.

Data
confidentiality

YES for KRB_PRIV messages.
It should be noted that KRB_PRIV messages also offer Data Integrity.

Non-repudiation

NO
This is not supported.
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A generic security services model: GSS-API
Positioning
The Generic Security Service - Application Programming Interface is a standardized abstract interface
providing a generic authentication, integrity and/or confidentiality security service. The actual security
mechanisms can be plugged underneath. Possible underlying mechanisms include Kerberos, DCE or
the Simple Public-Key GSSAPI Mechanism (SPKM).
The most important IETF RFC’s that define GSS-API are probably:
•
•
•
•
•

RFC 1508-1509 GSS-API and C bindings;
RFC 2078 GSS-API V2;
RFC 2203 RPCSEC_GSS Protocol Specification (an ONC/RPC security flavour that allows
RPC protocols to access the GSS-API);
RFC 2743 GSS-API V2.1;
RFC 2853 GSS-API V2 Java bindings.

While RFC 1508 contains the original specifications, today it is more common to rely on RFC 2743,
the most recent version of the API. RFC 2853 then defines how the generic calls can be bound to Java
classes.
The operational model of GSS-API is as follows. A typical GSS-API caller is itself a communications
protocol, calling on GSS-API to protect its communications with authentication, integrity, and/or
confidentiality security services. A GSS-API caller accepts ‘tokens’ provided to it by its local GSSAPI implementation and transfers the tokens to a peer on a remote system. The peer passes the
received tokens to its local GSS-API implementation for processing. The security services available
through GSS-API in this fashion are implementable (and have been implemented) over a range of
underlying mechanisms based on secret-key and public-key cryptographic technologies.
The GSS-API separates the operations of :
•

initializing a security context between peers, achieving peer entity authentication
(GSS_Init_sec_context() and GSS_Accept_sec_context() calls),

•

from the operations of providing per-message data origin authentication and data
integrity protection service (GSS_GetMIC() and GSS_VerifyMIC() calls) for messages
subsequently transferred in conjunction with that context.

In general there are four stages in GSS-API processing:
•
•
•
•

acquisition of credentials;
creation of security context;
exchange of message (wrap/unwrap);
deletion of security context.
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GSS-API
GSS-API client/server security in 4 stages: obtain credentials, establish
security context, invoke per-message services, delete security context

GSS-API Server
credential establishment
init_sec_context (using context tokens)
wrap/unwrap messages (using per
message tokens)
delete_sec_context

GSS-API Client
credential establishment
init_sec_context (using context tokens)
wrap/unwrap messages (using per
message tokens)
[clean-up]
GSS-API implementation
(underlying mechanisms e.g. Kerberos)

tokens

GSS-API implementation
(underlying mechanisms e.g. Kerberos)

Figure 15
More information can be obtained from the RFC’s, from http://docs.sun.com (including a
programming guide) and at the IBM Developerworks website, including on the IBM J-GSS-API
implementation.
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Summary of security services offered
The following table summarizes the security services offered by GSS-API implementations:
GSS-API (RFC 2743)
Authentication

YES
GSS-API provides credential handlers and a way to acquire/release credentials.
This is done via GSS_Acquire_cred / GSS_Release_cred. Credentials can also
be added, and inquiries can be made against them.
GSS_GetMIC() (previously: GSS_Sign) and GSS_VerifyMIC() (previously
GSS_Verify) support data origin authentication service.
Mutual authentication can be achieved via the establishment of the security
context.
However, it is the responsibility of the underlying mechanisms and operating
systems that the ability to acquire credentials is constrained to appropriate
processes within the system.

Access Control

NO
Obviously, GSS-API callers can base their access control decisions on
information exchanged via the GSS-API. But there is no native support for
Access Control within the API. Also, the transferability of credentials is not
within the scope of GSS-API.

Data Integrity

YES
GSS_GetMIC() and GSS_VerifyMIC() support data integrity services.

Data
confidentiality

YES
GSS_Wrap() (previously GSS_Seal) and GSS_Unwrap() (previously
GSS_Unseal) support caller-requested confidentiality

Non-repudiation

NO
This is not supported.
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Open Group aznAPI
Positioning
Rooted in the work of authors from DASCOM (today acquired by IBM), the Open Group specified a
public Authorization API (aznAPI)in the year 2000. The API is aligned with the concepts put forward
in ISO 10181-3 Access Control Framework. In this standard model, an initiator submits an access
request to an AEF (Access Enforcement Function), in order to access a specified target. The set of all
information available to the AEF and relevant to an access control decision is called the ACI (Access
Control Information).
The AEF asks the ADF (Access Decision Function) whether the request can be honoured. This
communication between AEF and ADF takes place via the aznAPI. The ADF makes his decision on
the basis of Access Control Decision Information (ADI). The aznAPI will a.o. transform the ACI
presented by the AEF into an ADI useful to the ADF.
An aznAPI implementation deliberately hides the details of the initiator ADI from its callers.
However, if required, it can be made externally available in a structure called a PAC (Privilege
Attribute Certificate).
The aznAPI provides facilities which allow a subject to control which of its privilege attributes are used
to authorize a particular access request. However, it does not provide administration of privilege
attributes. Also, neither delegation nor audit services are addressed.
For full details please refer to [AZNAPI].

Summary of security services offered
The following table summarizes the security services offered by the aznAPI:
Open Group aznAPI
Authentication

NO
aznAPI relies on a separate authentication service.

Access Control

YES
This is the focal point of the aznAPI.

Data Integrity

NO
Note that it is assumed that the integrity of the aznAPI implementation is
internally guaranteed.

Data
confidentiality

NO
Note that it is assumed that the confidentiality of the aznAPI data is internally
guaranteed where appropriate.

Non-repudiation

NO
This is not supported by the aznAPI.
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The Java security model
Positioning
Java is a set of technologies, created by Sun. The major building blocks are the Java language itself,
the JVM (Java Virtual Machine), and the libraries. A program written in source code gets compiled
with javac to class files. These class-files are given to the JRE (Java Runtime Environment), which
contains a JVM and optionally some additional libraries. The JVM executes the class-files, which can
call upon the libraries if they are provided on the class-path. The execution is by interpretation, JIT
compilation or a combination of both.
Java can be used in different modes, including applets (typically loaded under a browser which
contains a JVM), stand-alone applications, servlets (server-side applications), beans (server-side
components), and even on smart cards (JavaCard).
Besides the original Sun version of Java, many other implementations or derivatives exist today (e.g.
HP’s Chai, Microsoft’s J#, etc).
From an architectural perspective, it is commonly accepted that there are three ways to perform
‘application partitioning ‘ in Java:
•

according to the ‘MVC’ architecture (as originally defined in SmallTalk):
o Model (abstracts application state and functionality - data and logic)
o View (abstracts application presentation)
o Controller (abstracts application behaviour)

•

according to the tiers (client, webserver, EJB container, back-end systems, ...)

•

according to the Java modules and packages deployed.

A JRE is implemented on a particular, delimited platform and has no inherent communication
mechanism with other JRE’s. It is up to the application (or applet) to establish communication with its
partners (clients, servers, peers, …). This can be done e.g. via a communications protocol (http, ftp,
…), RMI (Remote Method Invocation) or the EJB-API.
Sun came up with an increasingly sophisticated security model for Java’s security. It is important to
realise that the most fundamental goal of the Java security architecture is to ensure that the language
specification and the JVM specification are observed and implemented correctly.

Original security model in JDK 1.0 (1995) – the ‘sandbox’ model on the client-side
The original Java security model was very code-centric, and was known as the sandbox model. Seen in
a client-server setting, the model is focused on the client side (as opposed on using Java on the server
side too). It provides a very restricted environment (the ‘sandbox’) to run untrusted code (called an
applet) provided to the client over an open network. It also assumes a rather constant identity of the
originator of the code, the code-base. It provides full access to system resources for local applications.
Security is enforced though a number of mechanisms, including:
•
•
•
•
•

language type-safety;
bytecode verification;
runtime type checking;
name space separation (via class-loading); and
access control (via a basic security manager, java.lang.SecurityManager).
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With regard to access control, the underlying principle was that check methods are automatically called
by the system at run time, and these methods throw a SecurityException if required.
There are two possibilities:
•
•

If no security manager is installed, all privileges are by default granted.
If a security manager is installed (and once installed it cannot be revoked or replaced), it
establishes the sandbox. This is typically what a browser does.

A program idiom for performing a security check as presented by Gong in [INJ2PS] is the following
(simplified version):
SecurityManager security = System.getSecurityManager();
if (security != null) {
security.checkRead(name);
}
(proceed to open the file for read)

JDK 1.1 (1997)
This version of the JDK introduced the concept of the signed applet. A digitally signed applet is
treated as local code if the signature key is recognized as trusted by the system that receives the applet
for execution. While an improvement, this was still very coarse-grained and client-oriented.
Furthermore JDK 1.1 introduced the JAR (Java ARchive – which can be signed, and where a manifest
lists JAR filenames, digests and digest algorithms such as MD5 and SHA). JDK 1.1 also introduced a
basic crypto-related API and architecture, the JCA, including a simple key management tool.
Both Netscape and Microsoft defined their own extensions to the language, which were unfortunately
incompatible. Netscape added a ‘capabilities’ API, which went through the user interface to obtain the
agreement of the user when a call was placed to a privilege that was not granted. Microsoft preferred
to use an incompatible CAB format rather than the Sun JAR format.
JDK 1.2 – J2SE – Java 2 Standard Edition (1998)
The security model of Java 2 was introduced with JDK 1.2 and later refined in JDK 1.3 and JDK 1.4.
The access control is still code-centric. The model is still strongly focused on the client side (as
opposed on using Java on the server side too).
The security policy will decide the granting of individual access permissions to running code. That
decision depends on the code’s characteristics, for example where it is coming from, and whether it I
digitally signed (and by whom).
The Java 2 model provides more fine-grained access control, compared to its predecessors. It also
introduced an extensible access control structure, and extension of security checks to all Java programs,
both applets and applications. Not all signed code is equally trusted anymore.
Key concepts here include:
•
•
•
•
•

the Security Policy (as any other construct in Java, this is an object, however, a reference
implementation is provided in a configuration file);
the Access Controller;
Protection Domain;
Code Sources;
Permissions and PermissionCollections;
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•

Guarded and Sealed Objects.

All code (remote or local, signed or unsigned) now runs under a security policy that can grant different
permissions for each case. The security policy is a mapping from a set of properties that characterise
running code to a set of access permissions that is granted to the code (identified by the code base’s
origin-url and its public verification keys). Permissions, consisting of a target and an action, are also
introduced. Such permission belong to the package where they are mostly used. For example the
permission representing file system access is found in the java.io package. A target here can be a file
or directory, and the actions include e.g. read, write, execute, and delete.
Permissions are not granted to classes and objects directly, but to protection domains. The objective of
this indirection is that the same code could obtain different permissions when running on behalf of
different users.
The access control algorithm grants access to controlled resources. This decision can only be made in
the right context. A thread is typically the right context for such a decision. A thread may occur
completely within a single protection domain, or might involved multiple protection domains, e.g. an
application and the systems protection domains (printing a message from within an application requires
interaction with the system protection domain since that is the only access point for an external stream.
The execution context is represented by the current sequence of method invocations. Thus a sequence
of protection domains for the execution context can be formed. The basic access algorithm can be
summarized as “a request for access is granted if and only if, every protection domain in the current
execution context is granted the said permission”.

Main Java security components
Remote Class Files

Local Class Files

Signed Class Files

Bytecode verifier
Core API Class Files
Class Loader(s)

Java.security
package (Policy, ProtectionDomain, ...)

PolicyTool
KeyTool

Key database
Java.Security file

External
Providers

Core Java API

Security Manager &
Access Controller

Operating System
Resource Files
Figure 16
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With regard to access control, Java uses the following model (simplified).

Java - access control model
« objects » - system resources
System/application objects:
File, socket, AWT, security, ...

« subjects » - codebases
Execution
Thread

ProtectionDomain #1
Codebase X + pubkey X

SystemProtectionDomain

PermissionCollection

Defined via
‘Grant’ statement
in policy file, enforced via AccessController

Figure 17
A sample ‘Grant’ statement in the policy file could be:
// If the code is signed by Duke, grant it read/write access
// to all files in the /tmp directory
grant signedBy “Duke” {
permission java.io.FilePermission “/tmp/*”, “read,write”;
};
The model is still very code-centric, and a subject is essentially tied to an execution thread. Support for
authentication and access control is limited, but is extended via JAAS (Java Authentication and
Authorisation Service). Please refer to the next section for an overview of JAAS.
Within a ProtectionDomain, it is up to the application programmer to decide how he implements
visibility of objects and their methods (public, protected, package private and private), and how he
wants to implement application level security.
To allow objects to be invoked by other objects while executing under their own permissions, the
doPrivileged interface is available. Also, GuardedObjects can be used to establish a fine-grained
object-level access control
The JCA was further extended via the JCE – Java Cryptographic Extensions – introducing the notion of
‘cryptographic providers’. The objective was to allow Sun to create different Java environments,
which could be shipped worldwide and still be compliant to the US crypto export policy. Immediately
alternative providers became available, both in the public domain (e.g. Cryptix) and in the commercial
domain (e.g. IAIK, Baltimore etc).
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JDK 1.4
The JDK 1.4 included some further security enhancements:
•
•
•

the JCE (Java Cryptographic Extensions), the JSSE (Java Secure Socket Extensions) and
JAAS (Java Authentication and Authorisation Service – refer next chapter on JAAS) are now
integrated into the J2SDK;
new features now include the Java GSS-API for secure message exchange using Kerberos V5,
and the Certification Path API allows to build and validate certificate chains;
support for dynamic policies has been added.

Details are provided at [JDK14].
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Summary of security services offered
The following table summarizes the security services offered by the basic Java Security Model:
Java 2 Security Model (base model JDK 1.2 without JAAS)
Authentication

YES but mainly ‘code-centric’ and client-side focused, complemented by
object authenticity
Code bases can be authenticated, that is it is verified the code is loaded from a
particular url and the code is digitally signed. There is no notion of subject or
principal, the identity is assumed to be constant.
Also individual objects can be authenticated via a digital signature. The
java.security.SignedObject class defines interfaces to sign objects, and such
objects contain both the signed object and its signature.

Access Control

YES but ‘code-centric’ and oriented towards system resources such as local
files, sockets etc.
Allows definition of security policy, protection domain (codebase plus
permissions on local system), and guarded object.

Data Integrity

YES
Program code integrity is reasonably assured through the bytecode verifier and
classloader mechanisms.
Via the JCA and the java.security.SignedObject class, message digests and
digital signatures are supported.

Data
confidentiality

YES
Can be provided via the Java Cryptographic Architecture and a provider.
The javax.crypto.SealedObject class (part of JCE 1.2) allows to create an
encrypted version of the original object.
The fact that SealedObject is part of javax (the java extensions) is a design
choice influenced solely by the US regulations regard export of cryptographic
software.

Non-repudiation

YES (obviously the type of non-repudiation provided depends on who is master
of the private key)
Can be provided via the Java Cryptographic Architecture and a provider.
The java.security.SignedObject class defines interfaces to sign objects, and
such objects contain both the signed object and its signature.

And this is further tailored towards a server-side system by using the security concepts introduced in
the EJB model (Identity/Principal and deployment descriptor).
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JAAS – the Java Authentication and Authorisation Service for standalone systems
Positioning
JAAS was created to provide a programming interface for authenticating users (real users rather than
just code bases) and assigning them authorisations. It provides authentication support for standalone,
non-connection-oriented environments. The JAAS authentication framework is based on Sun’s PAM
(Pluggable Authentication Model). It should be noted that the SASL (Simple Authentication and
Security Layer) API provides authentication support for connection-based protocols. Hence JAAS and
SASL are complementary in this respect.
With regard to authorisations, JAAS uses the term ‘subject’ to refer to a user of a computing service.
Hence both users and computing services represent subjects. The term ‘principal’ refers to a name
associated with a subject, which can be different e.g. for various services invoked. Hence a subject
essentially consist of a collection of principals. Principals become associated with the subject after
successful authentication.
Credentials are used to associate security related attributes and information with a subject, in addition
to the principal information. Cryptographic keys and Kerberos tickets are examples of credentials.
The standard JDK 1.2 SecurityManager enforces code source based access control, based on where the
code came from and who signed it. The JAAS SecurityManager adds subject-based access controls.
Authentication serves as the basis for authorisation. A subject is a nameless container holding
information for a user, while principals represent authenticated identities for that subject. The
permissions granted to a subject are based on its authenticated principals. The JDK 1.2 policy syntax
has been extended to include the notion of a principal in the grant statement. The JAAS policy grants
permissions to principals.
Applications can now associate subjects with a thread of operation, to have access control enforced on
the subject. During execution, the JAAS SecurityManager retrieves the associated subject and checks
that it has the necessary principals and permissions.
During execution, operations may invoke other operations, creating a nested sequence. As this occurs,
each nested sequence gets pushed onto a stack, and when the access control decision needs to be made,
the stack is investigated. All subjects associated with the operations on the stack are retrieved, and it is
checked that every object on the stack has been granted the necessary permissions. Otherwise, a
SecurityException is thrown. To allow objects to be invoked by other objects while executing under
their own permissions, the JDK 1.2 doPrivileged interface is still available. Also a Subject.doAs
method is now added, which allows to dynamically associate an authenticated subject (i.e. one or more
principals) with an Access ControlContext.
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Summary of security services offered
The following table summarizes the security services offered by JAAS implementations:
Java 2 Security Model (JDK 1.4 extended with JAAS)
Authentication

YES
Same as JDK 1.2 plus augmented with support for subjects and principals
rather than only code sources. Focuses on standalone, non-connection-oriented
environments.

Access Control

YES
Same as JDK 1.2 plus augmented with support for subjects, principals, roles
and groups, and dynamic policies. Also, Subject.doAs allows to dynamically
associate a subject with an Access ControlContext.

Data Integrity

YES
Same as JDK 1.2., plus augmented with support for certificate chains.

Data
confidentiality

YES
Same as JDK 1.2.

Non-repudiation

YES (similar to JDK 1.2, the type of non-repudiation provided depends on who
is master of the private key)
Essentially the non-repudiation support is similar to that provided in JDK 1.2,
augmented with support for certificate chains.
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J2EE – EJB – a server-side component model
Java 2 Enterprise Edition introduced EJB, or ‘Enterprise Java Beans’. EJB is essentially a server-side
component model. A client makes use of the EJB-API to connect to ‘beans’ which are deployed in an
EJB server’s container. There are two types of EJB beans, the entity bean and the session bean. The
entity beans takes care of persistent aspects, while the session beans handle the more transient aspects.

EJB model
EJB Server
Client with EJB-API

Container

DB Server

Enterprise Bean
JNDI
context
home interface
remote interface

Session Bean

IP connectivity

Figure 18
Beans are managed at runtime via deployment descriptors which allow to customize the beans’
behaviour without having to modify them. In this way, transactional and security aspects are set. A
deployment descriptor can e.g. contain a definition of various roles, and the permissions corresponding
to each role.
Once deployment descriptors are finalised, the beans are packaged into a JAR file, which is deployed
into the EJB server. Deployment descriptors contain:
•
•

ControlDescriptors - defining the runAs security Identity for the bean methods, and
AccessControlEntries – listing all identities allowed to invoke the bean’s methods.

At runtime, users are authenticated into a role and can perform their duties. Authentication can e.g. be
performed using JNDI (Java Naming and Directory Interface) e.g. via a LDAP server.
Originally, EJB 1.0 specified that every client application accessing an EJB server, must be associated
with a java.security.Identity object, for the duration of that session. The Identity object must be found
in a database or directory specific to the EJB server. Once a client has been associated with an Identity,
he can invoke a method on an interface, and the EJB server will pass the client’s Identity with the
method invocation. When the object receives the method invocation, it checks the Identity to make
sure that client is allowed to invoke that method.
The Identity concept is now deprecated with EJB 2. Instead, the standard java.Security.Principal is
used now. The developer uses the EJBContext interface methods getCallerPrincipal and
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isCallerInRole, and the HTTPServletRequest interface methods getUserPrincipal and isUserInRole to
enforce security within the bean.
The Deployment Descriptor file allows administrators to set permissions for specific security roles.
The task of creating a complete security environment (which includes user definition, user
authentication, allocation of user authorisations, ACL’s, realms, auditing, encryption, …) is currently
still left to developers or application server vendors.

71

Netegrity SiteMinder’s and SiteMinder SDK
Positioning
Netegrity (www.netegrity.com) is one of the leading vendors of web access control systems. We
include it here because it offers interesting functionality, gained significant market acceptance, is
reasonably well documented, and contains a flexible Software Development Kit (SDK). Other systems
competing in the same market include Oblix’ NetPoint, RSA Security’s Securant, Baltimore’s
SelectAcces, Entrust’s GetAccess and IBM’s PolicyDirector (Tivoli).
In general, SiteMinder operates by installing a Policy Server, to whom security realms and policies are
defined. Users are stored in a repository (typically an LDAP, an SQL database or an NT domain), and
applications are protected by adding agents to them. When a user attempts to access a resource,
authentication and authorisation checks are made. A wide range of agents is available for common web
servers or applications.
The system goes also beyond this basic functionality by supporting the creation of roles, and the
delegation of the management of users and their authorisations.
A minimal implementation consists of
•
•
•
•
•

setting up the Policy Server;
connecting him to his repository (typically LDAP);
implementing the agents at the applications that are to be protected;
defining the security policy, the realms, the users and their authentication and authorisation
schemes;
setting up the required delegation management.

In case the default agents do not offer sufficient functionality, or there is no agent available for a new
type of application, SiteMinder allows custom development through the SiteMinder API, which
exposes various functions to outside programs. The API is available in C and in Java. We focus on the
Java API. There are 3 different APIs available:
•
•
•

Agent API – for creation of custom agents (to handle authentication, authorisation and audit
aspects of applications which are not standard support);
Policy Management API – to manage resources, roles, policies, and caches;
Delegated Management API – to manage directory entries, to grant privileges to users and
groups, and to grant DMS (Delegation Management System) roles to users and groups.
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They relate to one-another as indicated below.

SiteMinder SDK functional architecture
Client application
Client requests

Policy
Management
API

and responses

Delegation
Management
API

Agent API
Secure connection with

load-balancing and fail-over

Policy Server
Policy Store

User Namespace

Figure 19
The basic flow with the Java Agent API consists of:
•
•
•
•
•
•
•
•
•
•

the agent initialises and establishes contact with the Policy Server;
the client (typically a browser) contacts web server (e.g. with a GET request for a url) which
in turn contacts the agent with this request;
the agents checks with the Policy Server whether the resource is protected (isProtected call);
the Policy Server replies to the agent with Yes or No (in case of yes, the protection realm is
passed to the agent);
if protection applies, the agent challenges the client for credentials (Login);
the client sends the credentials;
the agent uses these credentials to log into the realm at the Policy Server;
the Policy Server creates a session, and returns various response attributes with regard to the
session (such as session ID, privileges, etc) to the agent;
from now-on, the agent can perform session management functions by caching user session
information and keeping track of expiration (if decisions are taken on the basis of information
residing in the cache, the agent can use the Audit method to perform logging);
the agent then calls Authorize, to learn from the Policy Server whether the client is authorised
for the requested access:
public int authorize(java.lang.String clientIpAddress,
java.lang.String transactionId,
ResourceContextDef rcd,
RealmDef rd,
SessionDef sd,
AttributeList al)
the parameters are:
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clientIpAddress - The client's IP address in dotted-quad notation.
transactionId - (Optional.) The ID that the agent uses to associate application activity with
security activity. The Policy Server logs this ID.
rcd - The resource to be checked.
rd - The realm that the resource belongs to.
sd - Session information for the authenticated user.
al - On return from the method, contains any response attributes about the user with respect to
the resource, or is cleared if there are none.
The return values are:

•

o

YES. The user is authorized to access the resource.

o

NO. The user is not authorized to access the resource.

o

NOCONNECTION. The object was not connected.

o

TIMEOUT. The server did not respond in the specified time.

o

FAILURE. The operation failed.

upon successful authorisation, the Policy Server returns response attributes with regard to
authorisation aspects (such as user profile data, specific privileges, etc), which can be used to
allow a user a specific access.

Similarly, the basic flow with the Policy Management or the Delegation Management API consist of:
•
•
•
•

establish a connection to the Policy Server;
obtain a session;
make API requests;
handle results and exceptions.

The Policy Management API allows a.o. the creation of policy and policy domains, as well as the
creation of a realm, and addition of a realm to a domain. It also allows the creation of rules, and
addition of rules to a policy, as well as the creation and addition of users or groups to a policy.
The Delegation Management API allows directory management operations on LDAP and ODBC
repositories. This includes a.o. the creation of an organisation and of a group, the addition of a group
to an organisation, the addition of a user to a group etc. The DMS object model starts from a
SmDmsObject, with subclasses for directory (SmDmsDirectory), organisation (SmDmsOrganisation),
group (SmDmsGroup), role (SmDmsRole) and user (SmDmsUser). Groups are sets of objects that
have something in common, e.g. employees that joined the company less than a year ago. With group
objects, users can be assigned privileges collectively rather than individually. Roles describe a user’s
function within the organisation. This allows the user to be managed together with other users that
have the same privileges. Examples are accounts payable officer, or buyer.
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Summary of security services offered
The following table summarizes the security services offered by Netegrity’s SiteMinder:
Netegrity’s SiteMinder (base product plus SDK 2.2)
Authentication

YES
Multitude of authentication mechanisms supported, including userid/psw,
certificates and hand-held tokens

Access Control

YES (as long as the target can be expressed as url – or otherwise the SDK can
be used to create a customized agent)
Allows definition of policies, domains, realms, users, groups and roles.

Data Integrity

NO
No specific services offered to applications (it is assumed that SiteMinder’s
own protocol exchanges and data structures are protected by the product or by a
support mechanisms such as SSL during transport)

Data
confidentiality

NO
No specific services offered to applications (it is assumed that SiteMinder’s
own protocol exchanges and data structures are protected by the product). Of
course SiteMinder can make use of transports such as SSL/TLS to protect its
traffic.

Non-repudiation

NO
No specific services offered to applications (it is assumed that SiteMinder’s
own protocol exchanges and data structures are protected by the product)

SiteMinder focuses on providing an authentication and access control solution for web applications.
When a standard agent is available to protect the application, the implementation is relatively
straightforward. When customisation is required, the C and Java API allow tailoring.
SiteMinder includes support for groups and roles, and delegation management. It does not address
integrity, confidentiality or non-repudiation aspects for applications.
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SAML
Positioning
SAML (Security Assertions Mark-up Language) is essentially an open framework for sharing security
information on the Internet through XML documents. It was created under the governance of the
OASIS consortium’s Technical Committee for XML-based Security Services (www.oasisopen.org/committees/security).
Other initiatives in this field include a.o. XKMS, XML Signature, XML Encryption, DSML and
XACML.
The core SAML definitions are defined in ‘Assertions and Protocol for the OASIS Security Assertion
Markup Language (SAML). This document is available from www.oasisopen.org/committees/security/docs as ‘draft-sstc-core-25’, publication date January 10, 2002 . This
document defines syntax and semantics for XML-encoded SAML assertions, protocol requests and
responses. These constructs are typically embedded in other structures for transport, such as HTTP
form POSTs and XML-encoded SOAP messages. The SAML specification is compliant to the overall
W3C XML Schema definition.
SAML can be thought of as structured into three planes:

SAML
Security Assertions Markup Language
PROTOCOL
Request / Response pair for processing assertions

ASSERTIONS
Authentication, Authorization & Attributes

BINDINGS & PROFILES
Rules on using assertions with industry-standard
transport and messaging frameworks

Figure 20
Assertions can contain information about authentication acts performed by subjects, attributes of such
subjects, and authorisation decision whether subjects are allowed to access certain resources. Note that
authentication assertions merely describe acts of authentication that happened previously. There is no
notion of session or state available.
There are three types of assertions:
•

authentication assertion: the specified subject was authenticated by a particular means at a
particular point in time;
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•
•

authorisation decision assertion: a request to allow the specified subject to access the specified
resource has been granted (or denied);
attribute assertion: the specified subject is associated with the supplied attributes.

Assertions are issued by SAML authorities. There are authentication authorities, attribute authorities
and policy decision points. Clients requests for SAML assertions are serviced by such an authority.
this happens e.g. via SOAP over HTTP. By combining authentication, attribute and authorisation
information, SAML can be used to create a single-sign-on security system.
SAML is supported in most recent versions of Netegrity’s SiteMinder and Oblix NetPoint. A Java
implementation, called JSAML can freely be downloaded from the Netegrity website.
It can be deployed in various paradigms, e.g. outbound, inbound and dynamic cross-border
authorisation.
SAML Outbound paradigm
In an outbound paradigm, the website or portal owns the users involved in the interaction. Users
authenticate at the portal and the portal generates a security context for them. User information travels
to the affiliates (with the user) via SAML assertions using a SAML artifact. The Affiliate site uses an
‘Affiliate Agent’ or application. The Portal site needs server-side SAML support.

SAML
Outbound paradigm
CLIENT

Affiliate 1
Affiliate Agent

Network
Affiliate 2
Affiliate Agent

Portal

SAML support

Figure 21
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SAML – Inbound paradigm
In an inbound model, each affiliated website or partner owns its users. Partners authenticate their own
users and generate a security context for them. Partner information travels to the Content Provider via
digitally signed SAML assertions (HTTP POST). Content Provider uses incoming SAML information
against its security policies to authenticate partner (e.g., affiliate’s account #, user profile, etc.) Model
can be applied to any XML or SOAP message by extending the message with a SAML assertion.

SAML
Inbound paradigm
CLIENT

Partner 1

SAML
Assertions

SAML Services*

Partner 2
*SAML Services can be:
- JSAML Toolkit
- Identity management
product with SAML support

SAML
Assertions

SAML Services*

Network
Content
Provider

SAML
services

Figure 22
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SAML Dynamic Authorisation Scenario
Finally, SAML also holds the promise of dynamic, cross-organisational boundary authorisation.
Scenarios can be envisaged where:
•
•
•
•
•

A user (Buyer) sends a purchase order (PO) to a seller;
The seller (seller.com) authenticates the user and processes the PO. In order to dynamically
authorize the purchase, seller.com needs to import credit-rating information from a remote
service bureau;
Seller.com sends a SAML request inserted in the body of a SOAP document to the remote
service bureau;
The remote service bureau processes the request and provides the required credit-rating
information as part of a SAML response inserted in the body of the SOAP document returned
to seller.com;
Seller.com extracts the credit-rating information and uses it in policy expressions attached to a
SiteMinder policy.

Dynamic Authorization Decision
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Buyer
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Figure 23
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Summary of security services offered
The following table summarizes the security services offered by SAML and its implementations. It is
important to realise that both SAML assertions and request/response messages can be digitally signed,
using the XML signature (enveloped signatures). As underlying mechanisms, SAML can make use of
SHA-1, Kerberos, SSL/TLS certificate based authentication, PKCS #7, etc. Since this has not been
specified, implementation in different styles can probably be expected. On the other hand, initiatives
such as the Liberty Alliance Project group a significant number of user-communities, working together
to define and deploy SAML-based federated network identities10.
SAML
Authentication

YES
Supported via ‘authentication assertions’.
However, no support for session or state, unless explicitly constructed on top of
SAML information (and as such outside the scope of the SAML framework).

Access Control

YES
Supported via ‘authorisation decision assertions’ and ‘attribute assertions’.

Data Integrity

YES
Message integrity is provided since assertions can be signed by their issuer (e.g.
XML Signature). Signing is also possible in the context of S/MIME or Java
objects that contain SAML assertions.

Data
confidentiality

NO (but can be used during transport)
SAML assertions can be transported within SSL sessions. SAML does not aim
to provide confidentiality services as such.

Non-repudiation

YES (obviously the type of non-repudiation provided depends on who is master
of the private key)
Non-repudiation can be provided since assertions can be signed by their issuer
(XML Signature). Signing is also possible in the context of S/MIME or Java
objects that contain SAML assertions.

10

defined by the project as ‘the global set of attributes composed from an individual’s various
account(s)
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Microsoft .NET
Positioning
Microsoft positions .NET as an architecture to manage software risk. It is founded on the ‘managed
code’ paradigm, which is in turn based on three basic components:
•

CLR – the Common Language Runtime – the engine that runs and manages executing code.
It’s the CLR that enforces the restrictions on executing code. Similar to Java it performs JIT
(Just In Time) compilation of an intermediate language (in this case MSIL - Microsoft
Intermediate Language) to native code.

•

Class libraries – these consist of a collection of reusable classes or types, that developers can
use to write programs that will execute within the CLR. These classes implement many
security features such as permissions, authentication mechanisms and cryptographic services.

•

Assemblies – which are executables or DLL’s compiled with one of the many .NET compilers
such as VB, C#, C++, J#, Perl, Cobol etc.

The .NET security framework allows to define the well-known concepts of policies and permissions,
and relies on a mechanism they call ‘evidence’ to match permissions to assemblies.
It seems to be Microsoft’s intention that from a developer’s perspective, nearly all of the work takes
place behind the scenes. If sufficient permissions and properly configured policies cover the resources
involved, and as long as the developer uses managed code to access those, all required security checks
are handled transparently.

Summary of security services offered
From the documentation and samples that Microsoft currently provides, it is clear that .NET with its
‘managed code’ paradigm has the potential to deliver all the security services that a typical system
requires:
•

Authentication can be handled in various ways, including cookies, the Microsoft Passport
facility, the built-in IIS (webserver) mechanisms, or the Windows mechanisms (e.g. Kerberos,
NTLM, X.509 Certificates). Custom authentication can be written e.g. in ASP (Active Server
Pages), which can also address access control if required. The major concepts here are
‘principal’ (a representation of a security context) and ‘identity’ (what is created for a user
after successful authentication). Code running in a specific context can then query the
principal about the identity roles which allow permissions according to role membership.

•

Access Control seems to be mostly concentrated on ASP.NET, where file ACL’s (Access
Control List) or url authorisation can be used. Url authorisation can be achieved by
performing a runtime check. Roles are supported for this purpose.

•

Data Integrity, Data Confidentiality and Non-Repudiation are supported via the most
commonly deployed cryptographic techniques such as hashing, encryption and digital
signatures.

On one hand Microsoft has a large customer base. On the other hand, Microsoft products often fell
short of meeting the security expectations of their customers. For example IIS, their leading webserver
product, has a track record of many successful attacks, as documented e.g. by the different Computer
Emergency Response Teams (www.cert.org) worldwide, or by SANS.org (refer [MS]). We look
forward to see how the market will appreciate the new security framework.
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Fundamental security primitives for the 21st century:
NESSIE
Unkeyed, symmetric and asymmetric primitives
Security services such as the ones described in the preceding sections rely upon fundamental basic
security mechanisms or primitives. As outlined in the ‘Handbook of Applied Cryptography[HAC]’,
security primitives can be classified into unkeyed, symmetric and asymmetric primitives.

Overview of security primitives
MD2, MD4, MD5

Unkeyed
primitives

Security
primitives

Symmetric key
primitives

-2 Block-cipher based (e.g. DES)
-3 Dedicated (RIPEMD, SHA-1)
-4 MASH

•Unkeyed hash functions (MDC) 10118
•One-way permutations
•Random sequences 18031 Randomness (18032 Primes)

•Symmetric key ciphers
•Keyed hash functions (MAC)
•Signatures
•Pseudo-random sequences
•Identification primitives

Block: DES / 10116 Modes of operation
18033-3 3DES/AES [ IDEA, RC6, ...]
Stream: 18033-4 Panama

9797 –1 CBC-MACs
- 2 Hash-based MACs (MDx-MAC, HMAC,
mod. MDx-MAC)

9798 - 2 Based on symmetric. encryption.
- 4 Based on MAC (from 9797)

PKCS / 18033-2 RSA/OAEP+, ElGamal
Asymmetric key
primitives

•Asymmetric key ciphers
•Signatures
•Identification primitives

PKCS
9796 Msg recov 9796-2 Gen RSA
9796-3 DL – Nyberg-Rueppel

14888 With appendix 14888-2 ID-based / GQ
14888-3 Cert-based / DSA

13888 Non-repudiation 13888-2 TTP/MAC
13888-3 Dig. sign

15946 ECC 15946-2 With appendix / ECDSA
9798 –3 Based on public key

15946-4 Message recovery

Figure 24
The figure above situates some of the currently popular algorithms and standards in the taxonomy of
security primitives.
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The NESSIE project
Probably the most important single initiative in the field of security today is the Nessie project. The
project will deliver New European Schemes for Signature, Integrity and Encryption. It is a project
within the European Commission’s IST (Information Societies Technology) Programme. The project
launched an open call for a broad set of security primitives providing confidentiality, data integrity and
authentication.
The recommended primitives for digital signatures can support the European Electronic Signature
Standardisation Initiative (EESSI).
The project started in January 2000, and will deliver a final selection of submitted algorithms by
December 2002. The submission deadline was September 2000. There are three workshops planned,
of which two have already been held, in 2000 and 2001 respectively. The third workshop is scheduled
for October 2002.
The project participants include experts from Royal Holloway, Katholieke Universiteit Leuven
(Belgium), Ecole Normale Superieure (France), Siemens (Germany), Technion (Israel), Université
Catholique de Louvain (Belgium), and Universitetet I Bergen (Norway). The project co-ordinator is
Prof. Bart Preneel of K.U.Leuven.
A project industry board oversees the work. The board is composed of experts from leading edge
European companies involved in security.
Amongst the project deliverables so far there are the currently selected primitives, as well as a set of
test tools.
In March 2002, deliverable D18 indicated that the following primitives were further investigated:
•

Block ciphers:
o
o
o
o

64-bit block ciphers: IDEA, Khazad, Misty1, Safer++64 and Triple-DES;
128-bit block ciphers: Camellia, RC6, Safer++128 and Rijndael;
160-bit block ciphers: Shacal-1;
256-bit block ciphers: RC6, Rijndael-256 and Shacal-2.

•

Stream ciphers and pseudo-random number generators: BMGL, and Snow.

•

Hash functions: Whirlpool, SHA-1, SHA-2/256, SHA-2/384 and SHA-2/512.

•

Message authentication codes: HMAC, UMAC and Two-Track-MAC.

•

Asymmetric encryption: ACE-KEM, ECIES, EPOC-2, PSEC-KEM, RSA-OAEP+, RSAKEM.

•

Digital signature schemes: ECDSA, ESIGN, SFLASH, QUARTZ and RSA-PSS.

•

Digital identification schemes: GPS.

Project details are available at [NES]. It is clear that when elaborating and implementing a security
architecture, due care should be exercised when selecting the most appropriate primitives to achieve the
desired security objectives.
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Concluding remarks
Let us now revisit the questions we asked ourselves in the introduction, and try to formulate some
answers.

What concepts of security are offered by security standards?
The basic security standards go to a great length to decompose security functions. The most important
concepts are clearly data integrity, data confidentiality, authentication, access control and nonrepudiation. Furthermore, much valuable guidance is offered through the various cryptographic
standards. In virtually any field of information security, cryptography can add value or is simply
fundamental. Also, processes and systems for security management have been standardised via BS
7799 and GMITS (however, this was out of scope for this thesis), and the Common Criteria now offer a
reasonably unified framework for preparation of security requirements and the evaluation of IT
Security. Also, useful predefined Protection Profiles (e.g. for firewalls and RBAC systems) are
available in the public domain.

What are leading organisations in the public and private sector
doing?
Obviously there is no single simple answer to this question. What organisations do with regard to IT
security is strongly influenced by a set of factors, including:
•
•
•

the industry they operate in (financial services is using more IT security than e.g. the building
industry);
the sheer size of the organisation (organisations with a larger population and a larger client
base feel increased need for security);
whether IT is mainly outsourced or kept in-house.

However, it is clear that with the arrival of the Internet most companies ‘moved up the ladder’. It is
rare to find a company without a firewall or without basic use of cryptographic products today (e.g.
browser/SSL server). The degree of sophistication varies greatly, and architectural, implementationlevel or operational mistakes are apparently easy to make.
Biometrics has received much attention already, but roll-out on a large scale are rare, mainly due to
problems with reliability.
Investments in technical solutions need to be complemented by investments in organisational
safeguards – otherwise they will not work.
And an increasing number of organisations rely on independent accreditation or review. As one cannot
judge one’s own work independently, such evaluation is mostly carried out by a third party. Such a
party should be knowledgeable in the field, but independent from the implementation or operation.
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What principles can we learn from actual implementations and
reflect in the generic security architecture?
It is clear that when security is not included from the very start, it is much more expensive to ‘bolt it
on’ afterwards. In the best implementations, security has been given consideration from day 1, and all
through the analysis, design and build phases.
Another important principle is proportionality. IT security measures should be proportionate to the
risks the organisation is exposed to. This is also clearly expressed in the Common Criteria, where the
core of the requirements analysis focuses on identification of threats and putting forward appropriate
security objectives, requirements and safeguards.
Cryptographic controls should be carefully selected and placed within the architecture. End-to-end
non-repudiation is much more powerful than SSL’s MACing, but requires a greater effort. However,
such efforts typically pay off over time.
The use of standards clearly avoids re-inventing the wheel or making mistakes. Particularly with
regard to cryptography this is important. There is also a high degree of consensus that ‘trusted
hardware’ is by no means perfect, but with the current state of technology it does add value to store
private/secret keys. Also the use of hardware dedicated to the generation of the required high-quality
randomness for key generation is gaining ground.
It is clear that segregation is another important principle. While integration is required for
effectiveness, segregation is needed due to the high-connectivity environment into which most
organisations operate. Segregation is used both at organisational level (e.g. segregation of duty) and at
the technical level (e.g. segregation into different rings, separated by firewalls).
Independent accreditation or evaluation is clearly gaining importance, but was out of scope for this
thesis. The same holds for a focus on user actions. Containment of what a user can do is a very
effective control, but it has not been addressed in this thesis.
The placement of security services in an application context seems to be governed by two major
factors:
•
•

a preference for end-to-end integrity and non-repudiation;
a preference for ‘as high in the protocol stack as possible’, and hence preferably built into the
application.

With regard to the organisation’s ‘self-defence’, it is clear that such defence starts at the very doorstep
of the organisation’s IT infrastructure – and preferably already earlier, e.g. by entering into DOSblocking attack agreements with ISPs.
Availability safeguards are well-accepted, ranging from RAID technology to various degrees of standby and clustering. Also the tendency to base systems on SANs (Storage Area Networks) adds to a
higher availability.
After making our analysis and proposing the generic security architecture, we would like to put one
additional principle forward: integration. From a management perspective, IT security measures
should be coordinated and integrated with each other and the organisation’s policies to be effective.
This leads precisely to the need for a security architecture.
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How can we formalise these principles in a reproducible framework,
while taking into account the guiding principles that come from the
standards?
During the course of this thesis, we have created the ‘Generic Security Architecture’. It embodies the
key principles coming both from the standards and the many industries.

What technologies are most useful for implementation?
We consider the following technologies as offering the best security features for today’s non-military
organisations:
•
•

•

Smartcards and HSMs (Host Security Modules) remain the cornerstones for storing
secret/private keys;
Java technology has demonstrated quite valuable already for its integration features in a webenabled environment, combining flexibility with a reasonable security model that can easily
be extended. For example most leading-edge web access control systems have chosen to offer
a Java API;
Nevertheless, C and C++ remain very important as the technology to implement underlying
mechanisms and algorithms. C and C++ will also probably continue to offer a performance
advantage over interpreted or JIT languages.

Finally, we would like to make the following remarks:
•
•

•
•
•
•

The definition of a generic security architecture is a starting point rather than a completed
achievement;
A security architecture is not static but needs to find a new balance as business requirements and
technology both evolve. The grouping into domains is introduced in the security architecture to
offer some flexibility with regard to implementing new components, while maintaining a secure
’structure’;
One should rely on the right primitives to implement the required security services – otherwise all
higher layers may become compromised;
Implementation should be based on cluster technology to offer high-availability services;
One has to accept that zero risk is only a theoretical option (air planes do crash, exceptionally) ‘no risk = no business’;
Hence invest in ‘positive risk management’ solutions - monitoring, real-time auditing, intrusion
detection, incident response, continuity planning, be prepared for computer forensics and cooperation with law enforcement, ...
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Ideas for further research
Some ideas include:
•

To what extent is there a need for a ‘dedicated’ security architecture? Should it not rather be
part of the ‘regular’ system architecture. Best is probably a combined approach, partly
integrated, partly separated. However, if we look at the state-of-the-art in e.g. Application
Design, security is still treated very superficially by an approach such as RUP (Rational
Unified Process). It would be my expectation that there is still much to be gained from a
closer cooperation between the security engineering and the application development
communities.

•

Is there still a potential role for ‘security-by-obscurity’ in a security architecture?

•

How to handle anonymity and privacy requirements in such a security architecture? Role of
steganography in such a security architecture?

•

To what extent should a code of ethics and a link into a security architecture be imposed by
the government for any professional use of IT?

•

What would be the best ‘trust anchor’ strategy for individual, company, government entity?
What about a European wide trust-infrastructure?

•

Further refinement of the management infrastructure might be beneficial. A further
segregation and specialisation (e.g. into agents systems) might lead to increased strength of
safeguards. How far should one go?

•

How about security architectures for peer-to-peer systems? It can be assumed that sooner or
later this will have to be integrated into many organisation’s technology.

•

What about the role of ‘smoke-screens’ such as honey-pots or tar-pits in such a security
architecture? While I am not a strong believer in such technologies, features such as a
‘network telescope’ (a dedicated section of the network without any real traffic from the
owner, which is just used for observation of inbound unsolicited traffic) seem to make a lot of
sense.
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A.2 Abbreviations
AES
ANSI

Advanced Encryption Standard (which selected the Rijndael algorithm)
American National Standards Institute

CA
CMS
CobiT
CRL

Certificate Authority
Certificate Management System
Control Objectives for Information and related Technology (from www.isaca.org)
Certificate Revocation List

DAC
DES
DSA
DSS

Discretionary Access Control
Data Encryption Standard
Digital Signature Algorithm
Digital Signature Standard

ECC

Elliptic Curve Cryptography

FIPS

Federal Information Processing Standard

IETF
ISO

Internet Engineering Task Force
International Standards Organisation

LDAP

Lightweight Directory Access Protocol

MAC

Mandatory Access Control

OCSP

Online Certificate Status Protocol

PKI

Public Key Infrastructure

RA
RFC
RSA

Registration Authority
Request For Comments
Rivest, Shamir, Adleman (public key cryptosystem)

VA

Validation Authority
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A.3 Implementing the GSA
Introduction
Many approaches have been put forward to create and implement a security architecture. In the public
domain guidance can e.g. be found with Carnegy Mellon University’s ‘Systems Engineering Institute Capability Maturity Model’. The Software Engineering Institute also proposes Octave (Operationally
Critical Threat, Asset and Vulnerability Evaluation), an approach for self-directed risk evaluations via
their CERT Coordination Centre.
In the US, the NSA, RST (Reliable Software Technology) and Cigital provide interesting viewpoints.
In France, the ‘Secrétariat Géneral de la Défense Nationale’ offers guidance and advice to the public
via their website (www.scssi.gouv.fr ). In Germany, the BSI does the same via www.bsi.de . In the
UK, the CESG actively offers guidance documents and advice.
We would now briefly like to touch up the PricewaterhouseCoopers approach for security engineering.
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SEA – Security Engineering Approach
When the ‘generic’ security architecture has to be implemented in a real-world case, a number of
decisions need to be taken. One way to carry out such an implementation on the basis of SEA – the
PricewaterhouseCoopers ‘Security Engineering Approach’.

SEA - Overview
I Analysis

II Requirements III Design

IV Implement

V Integrate
and Test

VI Acceptance
and transition

Kick-off – Project Support Office – Overall Risk Analysis (SPRINT) - Quality Monitoring – Acceptance / transition

1. Security
analysis and
policy definition

2. Formalise
security
requirements

3. Definition
of selection
criteria

4. Evaluate
state-ofthe-art
& market
5. Consider
Alternatives
Propose
architecture
&
safeguards

6. Detailed Risk
Analysis

8.1 Implement
safeguard 1
8.2 Implement
safeguard 2

7. Detailed
Design / ITT

8.3 Implement
safeguard 3

10. Self-assessment

Third party
review

GO
LIFE

...

Feedback loop / iterations

Formal deliverable

PWC-Consulting - Ascendant
Analysis

9. Integrate
- dev
- test
- prod

Definition

PricewaterhouseCoopers

Design / Construction

Implementation

Closure

Figure 25
The objective of the Security Engineering Approach is to offer a framework to envision, design and
implement secure applications or infrastructure components.
SEA is composed of three layers, the ‘stage’, the ‘work package’ and the ‘accelerator’. As illustrated
on the figure above, there are 6 stages and 10 work packages. The ‘stages’ define the high level
objectives. The work packages set detailed objectives, approach and deliverables. Accelerators
contain detailed technical guidance with regard to a specific technical solution. There is a constantly
increasing number of accelerators to keep pace with emerging technology. However, these are not
shown on the figure.
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Essentially, SEA has been created with the BRMF – Business Risk Management Framework in mind.

PwC Business Risk Management Framework
Objectives
With regard to shareholders, employees, customers,
suppliers, environment, community,
Integrity
government, other

Confidentiality
Availability

Risk
Strategic, financial, operational, ...

Controls
Preventive, detective, corrective,
Authentication, access control, authorisation, logging, …

Alignment
Assets, threats and safeguards
PricewaterhouseCoopers

Figure 26
This framework has been created internally within PricewaterhouseCoopers to ensure a consist and
business-focused approach is commonly applied worldwide. It is aligned with the principles of controls
as laid down in COSO and Turnbull.
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Sample products to implement a security architecture
Unfortunately, no single product or single vendor’s offering allows to implement a security architecture
as the GSA (Generic Security Architecture). However, a good combination of the right hard and
software goes a long way. The following list of vendors and products is for illustration purpose only.
It is arbitrary and does not imply any judgement on quality or any other aspect of the product or
vendor.
Security/crypto-toolkits include:
•
•
•
•
•
•
•
•
•
•
•
•

GSS-API implementations;
standard Java crypto-API as supplied with the JDK;
JAAS and J-GSS-API implementations (e.g. from IBM);
KeyTools (Baltimore);
Cryptware Toolkit (Utimaco);
Cryptix (Systemics);
RSA’s BSAFE;
IAIK’s toolkits;
Netegrity’s SDK;
GMD’s Secude (Security Development Environment Software Toolkit);
Microsoft’s .NET framework and its security components;
…

[GENAAA]
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A.4 Relevant security standards
IT Security standards at a global level
The main international standards bodies relevant to Information Security are:
•
•
•

International Organization for Standardization (ISO);
International Electrotechnical Commission (IEC);
International Telecommunications Union (ITU) – used to be the CCITT and the CCIR.

ISO and IEC together established the ISO/IEC JTC1 (Joint Technical Committee 1) for Information
Technology.
The global register of encryption algorithms is standardised in ISO/IEC 9979 and available at
www.iso-register.com.
Also at the global level but producing more ‘ideas’ than true standards is the Internet Activities Board
(IAB), which runs the Internet on ‘rough consensus and running code’. The IAB delegates standards
production to the Internet Engineering Task Force (IETF). See RFC 1118 (hitch-hikers guide) for a
description of the RFC mechanism, and RFC 1160 for details on the IAB. As many ‘de-jure’ security
standards made it into RFCs, and as quite a few RFCs have a de-facto relevance, it seems appropriate
to list them here.
In the context of EDI (both EDIFACT and ANSI) some standard messages with regard to security have
been defined. However, these are mainly related to syntax validation (e.g. the CONTRL message).
Finally, the W3C and OASIS have created standards with regard to SGML, HTML and XML, leading
to de-facto security standards or initiatives such XML-DSIG and SAML.
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European level
At European level, the 3 standards bodies roughly corresponding to ISO, IEC and ITU-T are:
•
•
•

Comité Européen de Normalisation (CEN),
Comité Européen de Normalisation Eléctrotechnique (CENELEC),
European Telecommunications Standards Institute (ETSI).

Furthermore, the ECMA (European Computers Manufacturing Association) have produced standards
fro distributed systems security.
In an EU context important efforts are further undertaken at European level. The most important
initiative is the mandate given by the European Commission to the ICTSB (ICT Standards Board) for
the delivery of a set of industry specifications for implementation of Directive 1999/93/EC on a
Community Framework for Electronic Signatures. Under the auspices of the ICTSB, industry and
European standardisation bodies established the EESSI (European Electronic Signature Standardisation
Initiative).
Much of the actual work is performed by CEN (particularly CEN/ISSS) and ETSI Within ETSI, there
is a Technical Committee SEC (security). In this context, various independent security groups are
active:
•

STAG – Security Techniques Advisory Group
o coordination of all security activities
o threats analysis
o definition of security services
o integration of security e.g. in protocols
o algorithm requirement specification

•

SAGE – Security Algorithms Group of Experts
o specification and development of algorithms and protocols
o A5/2 for GSM
o TETRA, UMTS algorithms

Guidance is published as ETSI Technical Specification/Technical Report (TS / TR) documents and
CEN CWA (CEN Workshop Agreement) documents. With regard to the accreditation of information
security management systems, EA plays a role (European Accreditation body).
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US Level
Some US standards bodes have assumed international importance:
•
•
•

IEEE (a professional engineering body),
NIST (a US federal government standards body),
ANSI (the US member body of ISO),

IEEE work includes LAN Security (IEEE 802.10), POSIX and the P1363 public key cryptography
standard.
In the late 1970’s, the NBS adopted DES as a US Federal Standard (NBS FIPS Pub 46).
Today NIST is responsible for a wide range of security standards, including the various FIPS and AES
(Advanced Encryption Standard – Rijndael).
ANSI made DES a US Standard (X3.92) and also made significant contributions to banking security
standards.
It is worthwhile to mention RSA Security’s PKCS suite of cryptographic standards too. PKCS #1
defines RSA encryption/decryption and signature/verification (not for use in PKCS #7 but rather for
signing certificates and CRL’s).
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About ISO
Structure
ISO made up of national member bodies, e.g. AFNOR, ANSI, BSI, DIN, BIN/IBN.
Specific areas taken care of by TCs (Technical Committees). TCs are divided into SCs, and SCs
divided into WGs, which actually do the work.
Main relevant TCs from a security viewpoint are ISO TC68 (banking) & ISO/IEC JTC1 (Information
technology).
ISO TC68 is responsible for banking standards and has produced a wide variety of security standards.
Work within TC 68 is divided as:
•
•
•

TC68/SC2: wholesale banking security;
TC68/SC6/WG6: retail banking security;
TC68/SC6/WG7: security architecture of banking systems using integrated circuit cards.

ISO/IEC JTC1 has the following sub-committees:
•
•
•

SC6: Telecommunication and information exchange between systems – lower layers – OSI 14;
SC17: Identification cards and related devices;
SC18: Document processing and related communication – email and Open Document
Architecture;

•

SC21: Open Systems Interconnection:
o WG1: OSI Model;
o WG4: Directory and OSI Management;
o WG8: OSI upper layers (5-7;

•

SC27:
o
o
o

WG1: Security Management and liaison issues;
WG2: cryptographic techniques;
WG3: evaluation criteria.

Member bodies such as BSI, DIN or BIN have a committee structure, mirroring the actual ISO
structure.
For example, BSI provides UK’s input to ISO as the UK member body. BSI IST/33 mirrors
JTC1/SC27 and IST/33 panel 2 mirrors JTC1/SC27/WG2. BSI IST committees have voting power technical panels simply advise.
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Lifecycle of an ISO Standard
A standard goes through the following stages of development:
•
•
•
•
•
•
•

NWI (New Work Item) proposal and ballot,
appointment of editor,
series of WDs (Working Drafts),
CD text (Committee Draft) and ballot (FCD ballot – First Committee Draft),
DIS/FDIS text and ballot (Draft International Standard – and Final DIS),
International Standard status,
5-yearly review.
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Overview of major security standards
Given the large amount of available security standards, this list is for reference only and has by no
means the ambition to claim completeness.

ISO
ISO

Topic

Source

Comments

DIS 8227

DEA1 (DES)

IBM

Never promoted to
standard level.

8372

Block ciphers modes
of operations (64 bit)

ISO/IEC SC27 WG2
1987

1987
Later complemented
by ISO/IEC 10116 (nbit)

Refer also to the FIPS
and ANSI standards.

8372 is now a subset
of 10116.
8730
8731-1

Integrity mechanisms
– General
requirements
Integrity mechanisms
– DES-based MAC

TC 68 Banking

1986

TC 68 Banking

ISO version of ANSI
standards X9.9 and
X9.19 – early 1980’s.

Today refer to
ISO/IEC 9797

8731-2
(discredited)

Integrity mechanisms
– MAA

TC 68 Banking

1987

Today refer to
ISO/IEC 9797.

8732

Key management
(ANSI X9.17)

TC 68 Banking

Elaborated further on
ANSI work.

Today refer to
ISO/IEC 11770.

11166-1/2

Key management
(ANSI X9.30/31)

TC 68 Banking

11568

Key management
(ANSI X9.28)

TC 68 Banking

11649

Key management
(ANSI X9.28)

TC 68 Banking
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ISO/IEC
Note that the three major “framework” security standards are 7498-2, its extension 10181 and the Key
Management Framework 11770.
ISO/IEC JTC1

Topic

Source

7810

ID-1, 2, 3 card - physical
characteristics of Smart Card

1985

7811

Recording techniques,
embossing, magnetic stripe

1985

7812

Numbering system, registration
for issuers

1987

7813

Financial transactions (points
back to 7810-11-12)

1985

7816-1/5

Smart Card standardisation for
cards having IC with contacts

ISO/IEC
SC17

7498

OSI Model

7498-2

OSI Security Model

7498-4

OSI Management

9594-1/8

ITU-T X.509 – The Directory

ISO/IEC
SC21
ISO/IEC
SC21
ISO/IEC
SC21
ISO/IEC
SC21

9796
(withdrawn in
1999)

Digital signature mechanisms
giving message recovery

Digital signature mechanisms
giving message recovery

Digital signature mechanisms
giving message recovery

Latest edition
covers public key
and attribute
certificates.
1991
“With appendix” is
covered by PKCS and
ISO/IEC 14888

ISO/IEC
SC27 WG2

Originally published in
1997

Apparently there
has never been a
9796-1

Second edition is nearing
completion and will
include PSS-R.

Same generalised version of
RSA, but different redundancy
(uses hash function).
For message too large to fit in a
signature block, partial message
recovery is offered.
9796-3

Other
remarks

Is also ITU-T X.800

ISO/IEC
SC27 WG2

Based on generalised version of
RSA (verification exponent can
be odd or even), and introduces
redundancy.
9796-2

Comments

ISO/IEC
SC27 WG2

Two basic versions: Zp
and EC.

ISO/IEC
SC27 WG2

Original 9797 published in
1989, revised in 1994.

DL-based signature (NybertRueppel), same redundancy as
9796-2.
9797
(no suffix)

MAC – based on block cipher in
CBC mode.
CBC-MAC
(1) without optional process
(2)with optional process equal to
additional encryption of last
round
(3)with optional process equal to
extra decryption and encryption

9797-1
(replaces original

MAC – An enlarged set of CBCMAC mechanisms.

Revised and divided in 2
parts in 1999

ISO/IEC
SC27 WG2

Replaced 9797.
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9797)
(123) plus
CBC-MAC with (4)first and last
blocks both double encrypted
(5)with 2 parallel instances of
algorithm 1, output XOR’d
(6)with 2 parallel instances of
algorithm 2, output XOR’d.
9797-2
(expansion)

MAC – A further expansion
containing a series of hash-based
functions inc. MDx-MAC and
HMAC.

ISO/IEC
SC27 WG2

9798-1

Authentication protocols –
general model

ISO/IEC
SC27 WG2

9798-2

Authentication protocols – based
on symmetric encryption

ISO/IEC
SC27 WG2

1999

9798-3

Authentication protocols – based
on digital signatures

ISO/IEC
SC27 WG2

1998

9798-4

Authentication protocols – based
on MACs

ISO/IEC
SC27 WG2

1999

9798-5

Authentication protocols – Zeroknowledge based

ISO/IEC
SC27 WG2

1999

9979

Register of algorithms

ISO/IEC
SC27 WG1

9992

Messages between ICC
(Integrated Circuit Card) and
CAD (Card Accepting Device)
Block ciphers modes of
operations (n-bit blocks)

10116

Points back to ISO/IEC
10118-3 for the hash
function.
Awaiting publication
1997

ISO/IEC
SC27 WG2

1997
Complements ISO 8372
which was limited to 64
bit blocks).

ECB-CBC-OFB-CFB

Remember that
cryptography as
such can never
provide freshness
checking. Hence
the use of
timestamps or
nonces.

Now work
performed on 3th
edition, which will
add two more
modes: counter
mode (stream
cipher) and
statistical selfsynchronisation
mode.

10118-1

Hash functions – General

ISO/IEC
SC27 WG2

1994

10118-2

Hash functions - using block
ciphers – n-bit, 2n-bit, 3n-bit long
hash

ISO/IEC
SC27 WG2

1994
Annex A describes use of
DES

When using 64-bit
block cipher, a 64
bit hash may be
OWF but not
sufficiently CRHF
– hence use of 2n
etc.

10118-3

Hash functions- dedicated
functions – RIPEMD-128/160,
SHA-1

ISO/IEC
SC27 WG2

1998-2000

Second edition will
contain SHA256/512 and
Whirlpool (Belgian
design)

10118-4

Hash functions- using modular
arithmetic – MASH-1/2

ISO/IEC
SC27 WG2

1998-2000

10181-1

Security Framework

ISO/IEC

Security Information –
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SC21

labels, mac, certificates,
tokens, … (SI)
Security Information
Objects (SIO) – scaled
down to cover only labels.

10181-2

Authentication Framework

ISO/IEC
SC21

10181-3

Access Control Framework

10181-4

Non-Repudiation Framework

10181-5

Confidentiality Framework

10181-6

Integrity Framework

10181-7

Security Audit and Alarms
Framework
Smart Card lifecycle
Transport Layer Security Protocol
(TLSP)
Network Layer Security Protocol
(NLSP)
Key management mechanisms –
General framework

ISO/IEC
SC21
ISO/IEC
SC21
ISO/IEC
SC21
ISO/IEC
SC21
ISO/IEC
SC21

10202
10736
11577
11770-1

Refer also to 11770 for
Key Management
Principal, claimant,
verifier, on- and off-line
TTP
Not clear how useful this
will be.
Not clear how useful this
will be.
Not clear how useful this
will be.
Not clear how useful this
will be.

ISO/IEC SC6
ISO/IEC SC6
ISO/IEC
SC27 WG2

11770-2

Key distribution based on
symmetric encipherment

ISO/IEC
SC27 WG2

11770-3

Key distribution based on
asymmetric encipherment

ISO/IEC
SC27 WG2

13335-1/5

Guidelines for the management of
IT security

ISO/IEC
SC27 WG1

13888-1

Non-repudiation mechanisms –
General Model

ISO/IEC
SC27 WG2

1997

Role of TTP and
tokens

13888-2

Non-repudiation mechanisms –
using symmetric algorithms

ISO/IEC
SC27 WG2

1998

Use of TTP and
MAC

13888-3

Non-repudiation mechanisms –
using asymmetric algorithms

ISO/IEC
SC27 WG2

1997

Includes
timestamping

14516

Guidelines for the use and
management of TTPs.
Digital signature mechanisms
with appendix – General

ISO/IEC
SC27 WG1
ISO/IEC
SC27 WG2

1998

With appendix:
refer also to PKCS

1999

Suitable for
“closed domain”
systems only.

14888-1

Disagrees with
ISO 11166.

Appendix depends on collisionfree one-way hash.
14888-2

Digital signature mechanisms
with appendix

ISO/IEC
SC27 WG2

Essentially three different
variants of the GuillouQuisquater scheme –
analogous to 9796-2
(generalised RSA).

Identity –based mechanisms
Public verification key derived
from entity’s identity. TTP
needed to generate private key
(and TTP knows all private keys).
14888-3

Digital signature mechanisms
with appendix

ISO/IEC
SC27 WG2

1998
Includes NIST’s DSA.

Certificate-based mechanisms
DL based: DSA, PointchevalVaudenay (DSA variant) and
ECDSA.
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IF based: RSA with hash, ESIGN.
15292

Common Criteria - Protection
profile registration procedures

ISO/IEC
SC27 WG3

15408-1

Common Criteria – Introduction
and general model

ISO/IEC
SC27 WG3

1999

Also useful as a
guide in
development.

The basis for evaluation of
security properties of IT systems
and products.
15408-2

Common Criteria – Security
functional requirements

ISO/IEC
SC27 WG3

1999

15408-3

Common Criteria – Security
assurance requirements

ISO/IEC
SC27 WG3

1999

15443

A framework for security
assurance

ISO/IEC
SC27 WG3

Early stage of
development

15446

Guide for the production of
protection profiles

ISO/IEC
SC27 WG3

Early stage of
development

15782-1

Banking – Certificate
Management

TC 68/SC 2

2001

TC 68/SC 2

2001

Part 1 Public Key Certificate
15782-2

Banking – Certificate
Management

Starts from X.509 and
adds financial services
specific
extensions.

Part 2 Certificate Extensions
15816

Security Information Objects –
SIO

ISO/IEC
SC27 WG1

15945

Specification of TTP services to
support the application of digital
signatures
(Certificate Management)

ISO/IEC
SC27 WG1

Essentially an adoption of
IETF RFCs such as 2510
and 2511.

15946-1

Elliptic Curve Cryptography –
Mathematical background

ISO/IEC
SC27 WG2

Awaiting publication

15946-2

Elliptic Curve Cryptography –
ECC Signatures
EC-GDSA, ECDSA (also in
14888-3), EC-KCDSA)

ISO/IEC
SC27 WG2

Awaiting publication

15946-3

Elliptic Curve Cryptography –
ECC Key Establishment
(agreement and transport)

ISO/IEC
SC27 WG2

Awaiting publication

15946-4

Elliptic Curve Cryptography –
ECC Signatures with message
recovery

ISO/IEC
SC27 WG2

WD stage

TR 15947

IT intrusion detection framework

17799

Code of practice for information
security management

ISO/IEC
SC27 WG1
ISO/IEC
SC27 WG1

18014-1

Time stamping services –
Framework

ISO/IEC
SC27

18014-2

Time stamping services –
Mechanisms producing
independent tokens

ISO/IEC
SC27

18014-3

Time stamping services –
Mechanisms producing linked

ISO/IEC
SC27

EC-KCDSA is an
EC analogue of
KCDSA, a DSA
variant of Korean
origine.

Technical report.
BS 7799-part 1 only (part
2 ISMS not promoted to
ISO level)
Closely linked to
RFC 3161
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tokens
18028-1/3

IT network security

ISO/IEC
SC27 WG1
ISO/IEC
SC27 WG2

At early stage of
development
At early stage of
development

18031

Random bit generation

18032

Prime number generation

ISO/IEC
SC27 WG2

At early stage of
development

18033 –1

Encryption - General

ISO/IEC
SC27 WG2

Early stage of
development

18033 –2

Encryption – Asymmetric
encryption

ISO/IEC
SC27 WG2

Early stage of
development
Will contain RSA-OAEP+
and several variants of
ElGamal.

18033 –3

Encryption – Block ciphers

ISO/IEC
SC27 WG2

Early stage of
development
3DES and AES
Expected to include
CAST-128, IDEA,
MISTY1, Camellia, SEED
and RC6.

18033 –4

Encryption –
Stream ciphers

ISO/IEC
SC27 WG2

Early stage of
development
Currently only one
sequence generator
included, PANAMA.

18043
18044
ODA

Guideline for implementation,
operation and management of
IDS
Information security incident
management
Open Document Architecture and
email

ISO/IEC
SC27 WG1

In development

ISO/IEC
SC27 WG1
SC18

At early stage of
development
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ITU-T (CCITT/CCIR)
Standard

Topic

Source

X.400
X.500
X.509

Email
The Directory
The Directory

CCITT
CCITT

Comments

Other remarks

X.509v3
X.509v4 (PMI)

ISO/IEC 9594-8
X.800

Security Model
Equivalent to ISO
7498-2

CEN
CEN/CWA
CEN Workshop
Agreement / other
documents

Topic

Draft CWA 14167-1

Security requirements for
trustworthy systems managing
certificates for electronic
signatures

Draft CWA 14255

Guidelines for the
implementation of secure
signature-creation devices

Source

Comments

Other
remarks

CEN Protection for
Healthcare
Information Systems

EA
EA – European
Accreditation

Topic

EA 7/03

Guidelines for the
accreditation of bodies
operating
certification/registration of
information security
management systems

Source

Comments

Other remarks
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ANSI/NIST/FIPS
ANSI/NIST/FIPS
documents

Topic

Source

Comments

SP 800-12

NIST Computer
Security Handbook

NIST

SP – NIST Special
Publication 800-series

SP 800-14

Generally Accepted
[Security] Principles
and Practices

NIST

SP 800-18

Guide for Developing
Security Plans

NIST

FIPS 46 DES

DES

National Bureau of
Standards

Also:

Other remarks

Never made it to full
ISO standard due to
political reasons.

ANSI X3.92
FIPS 46-3

DES and 3DES

FIPS 81

DES modes of
operation

3DES with 2 or 3
keys.
FIPS: 1980
ANSI: 1983

Also:
ANSI X3.106
FIPS 140-1/2

Trusted hardware

ANSI X9.9 and X9.19

Integrity mechanisms
– DES-based MAC
SHA
SHA-1

ANSI

DSA, includes
mandatory use of
SHA-1

NIST/NSA

FIPS 180 SHA
FIPS 180-1 SHA-1

FIPS 186 DSS
AES

NIST/NSA
NIST/NSA

Early 1980’s, also
adopted as 8731-1/2
1993
1995
Revision of original
SHA due to slight
flaw.
1993

Today refer also to
ISO/IEC 9797
SHA-1 also
included in ISO/IEC
10118-3
DSS also included
in ISO/IEC 14888-3

Rijndael selected near
the end of 2000.

AES – modes of operation
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PKCS
PKCS

Topic

Source

Comments

PKCS #1 V1.5

RSA encryption/decryption and
signature/verification for
certificate/CRL signing
(MD2/4/5withRSA)

All PKCS standards
come from the RSA
Labs

1993

Other
remarks

Widely used in
absence of real
standards.
Note that real “digital
signatures” and
“digital envelopes”
are defined in PKCS
#7 (content plus
encrypted message
digest in PKCS#7
format make up the
“signature”).

PKCS #1 V2.1
(draft 2 was current
on 2002-05)

Encryption/decryption
plus 2 signature schemes with
appendix: PKCS1-V1_5 and PSS
(probabilistic signature scheme).

PKCS #3

Diffie-Hellman Key-Agreement

PKCS #5

Password-based Cryptography
Standard

PKCS #6

Extended Certificate Syntax
Standard

PKCS #7

Cryptographic Message
Syntax Standard

PKCS #8

Private-Key Information Syntax
Standard

PKCS #9

Selected Attribute Types

PKCS #10

Certification Request Syntax
Standard

PKCS #11

Cryptographic Token Interface
Standard

PKCS #12

Personal Information Exchange
Syntax Standard

PKCS #13

ECC Standard

PKCS #1 v1.0

Cryptographic Token
Information Standard

2001
Incorporating multiprimes and PSS

1999
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IETF
RFC

Topic

RFC 2104

HMAC – Hash-based
MAC

RFC 2459

PKI Certificate and
CRL Profile

RFC 2510

Internet X.509 - CMP
- Certificate
Management Protocols
– based on the CRM
message of 2511

RFC 2511

Internet X.509 Certificate Request
Message Format

RFC 2527

CP/CPS

RFC 2559

LDAPv2 – used for
certificate access

RFC 2587

LDAPv2 – used for
certificate access

RFC 2560

OCSP

RFC 3039

Qualified Certificate
Profile

RFC 3161

Time Stamping

RFC 3280

Internet X.509 PKI
Certificate and CRL
Profile

RFC 3281

An Internet Attribute
Certificate Profile for
Authorization

Source

Comments

Other remarks

Equal to second
scheme in ISO/IEC
9797-2.

IETF led the way here.
ISO/IEC 15945 is
mainly an adoption of
these RFCs.

Original LDAP
protocol is defined in
RFC 1777.
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IEEE
IEEE standard

Topic

Source

Comments

IEEE 1363

Standard specification
for public key
cryptography

IEEE

Compiles and
integrates much
valuable material into
a single standard.

IEEE 1363a

Supplement

IEEE

Other remarks
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Useful web sites for IT security standards
ISO:
http://www.iso.ch
http://www.iso-register.com
http://www.iso17799software.com/presentation/index.htm
http://www.securityauditor.net/iso17799/how.htm
Common Criteria:
http://www.commoncriteria.org
http://csrc.nist.gov/cc

EU-EESSI
http://www.eessi.org

EU-CEN:
http://www.cenorm.be

ETSI:
http://www.etsi.org/main.htm
http://portal.etsi.org/sage

US
http://www.ansi.org (ANSI)
http://www.itl.nist.gov/fipspubs/by-num.htm (FIPS by number)
http://www.radium.ncsc.mil/tpep/process/faq.html (FAQ for US TCSEC, including list of evaluated
products)
http://www.jtc1tag.org (US Technical Advisory Group to ISO/IEC JTC1)
http://www.ncits.org (NCITS – National Committee for Information Technology Standards)
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ITU-T:
http://www.ituaj.or.jp/book/itut-rec.html

3GPP (Third Generation – Partner Program):
http://www.3gpp.org

Chris Mitchell’s homepage (Royal Holloway University of London):
http://www.isg.rhul.ac.uk/~cjm
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